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Executive Summary
This deliverable presents the results of the Task T3.1 “Modelling and monitoring the
home environment”, focusing on the 3D reconstruction and tracking of the RAMCIP robot
operational (home) environment and its objects, which has been carried out in the
context of the European Union (EU) HORIZON 2020 Programme (H2020) Research and
Innovation Action RAMCIP. The deliverable has been developed in the scope of WP3 of
the RAMCIP project, responsible for developing the RAMCIP methods for “Monitoring and
Modelling Human Activity at Home”. Its aim is to describe the methods that have been
established through the T3.1 efforts, focusing on the development of the RAMCIP robot’s
core environment sensing infrastructure, towards environment understanding, object
recognition and tracking.
In order to enable such perception capabilities on the RAMCIP robot, the T3.1 efforts on
the 3D reconstruction and tracking of the home environment and its objects focused on
three main research pillars to cover the following requirements:
(a) The first, basic pre-requisite is to provide the robot with accurate representations
both of the environment within which it is planned to operate, as well as of the objects
that exist in it and are of relevance to the robot’s operation according to the target use
cases. Such representations should be provided as prior knowledge to the robot in the
form of home environment spaces and objects models, on the basis of which, the
robot’s home environment perception mechanisms will operate. This knowledge should
be adaptable, allowing the robot to update its environment models.
(b) The robot’s perception methods that shall run during its operation towards home
environment state tracking, should first of all cover the needs for household objects
recognition and pose estimation, focusing both on large, articulated objects and
appliances such as cupboards, drawers, fridge and oven, as well as on smaller,
household objects which are involved in the user’s activities of interest (related to the
use cases defined in D2.1), such as plates, cups and pills boxes, which may be also
grasped from the robot in specific use cases.
(c) Alongside, after detecting the objects of interest, the robot should be equipped with
the capability to track the position, pose and state of these objects.
In this line, after a brief introduction (Section 1) and a summary of related works which
were investigated in the scope of this task (Section 2), accompanied from an outline of
the key advances beyond the state-of-art that were introduced from the present
research efforts, the three core sections of the present deliverable describe the results
that were obtained in the scope of Home environment and household objects
reconstruction (Section 3), Object recognition and pose estimation methods (Section 4)
and Household objects tracking (Section 5).
More specifically, Section 3 presents the new methods for enabling both metric and
semantic mapping capabilities on the RAMCIP robot to establish augmented 3D
reconstructions with semantic representations of the home environment and objects. For
the 3D reconstruction of the home environment, we built upon a state-of-art SLAM
method and developed a mapping toolkit that is capable of robustly creating 3D
representations of full, real home environments with adequate accuracy to enable robot
navigation in such complex settings. In parallel, we developed a hierarchical semantic
framework that models the overall home environment, its spaces, objects and the
relations between them; by fusing the metric and semantic map, the semantically
augmented 3D reconstruction of the overall home environment was established.
Notably, in terms of 3D models, this hierarchical representation of the home
environment involves the house model, as well as the models of household objects,
which are necessary for recognition and handling by the robot. In this scope, a specific
methodology was established for creating the 3D models of the household objects,
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focusing on both large articulated objects and small ones, which will be used as prior
knowledge during the robot’s operation; i.e. will be used to formulate the robot’s initial
representation of the environment within which it will operate. In addition, the object
reconstruction toolkit of RAMCIP incorporates a method for the 3D reconstruction of new
objects that may be introduced in the home environment after the robot’s initial
deployment phase, which should also be recognized and in some cases handled by the
robot (e.g., a new cup); the method operates on the basis of limited, partial object views
and known models of similar objects.
In Section 4, the methods for the recognition of the household objects and the initial
estimation of their state and pose are presented. To this end, a series of methods were
developed for both the recognition of large articulated and small objects within the house
environment. For the former, the registration of the large objects builds upon the object
model and its expected position in the house 3D space, as defined in the house semantic
map. For the latter, i.e. the recognition and pose estimation of small household objects
(plates, cups, pills box, etc.), a toolkit of three advanced methods was established in
which, two of them built upon State-of-Art (SoA) algorithms and the third is a novel
method. While the two SoA–based methods are restricted to specific object types
(textured / un-textured objects), our novel method outperforms SoA–based methods in
both object types, being a more robust solution for the target RAMCIP, typically
cluttered, environments.
Having detected the household objects through the methods described in Section 4, the
RAMCIP robot shall be capable of tracking the state of the objects of interest that are in
its operational environment. To this end, the methods described in Section 5 enable the
robot to track both the state of large articulated objects and the position and pose of
small household objects. For the former, novel methods building upon articulated model
fitting were developed for detecting the state of the doors and drawers of the large
articulated objects such as cupboards, as well as for detecting the state of the oven
knobs. For small objects tracking, a novel approach for increased robustness was
established through the fusion between RGB and depth measurements.
The above methods, for the reconstruction and tracking of the home environment and its
objects, which are described in detail in Sections 3, 4 and 5 of the deliverable, have been
experimentally evaluated in the laboratory and on initial datasets created from a real
house environment. The preliminary experimental results obtained are presented in
Section 6. Conclusions on the present efforts and results are drawn in Section 7.
While initial functional versions for a series of core methods towards the reconstruction
and tracking of objects in the home environments have already been developed, T3.1 is
still a work in progress according to the RAMCIP DoA. In the following period,
refinements and further advances in the established core methods will be made, while
developing the final, fully functional in ROS, corresponding toolkits that will seamlessly
operate in the RAMCIP robot. The final version of the RAMCIP framework for the
monitoring of the home environment will be reported in the deliverable D3.2 (Person
identification, activity tracking and home environment monitoring), which is due on M22
according to the RAMCIP DoA.
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1. Introduction
1.1 Scope of the Deliverable
The scope of this deliverable is to present the first version of the core methods that have
been researched and developed towards establishing the RAMCIP robot’s sensing
infrastructure with respect to environment understanding, object recognition and
tracking.
The specific methods reported herein concern first of all the 3D reconstruction of the
home environment and its objects of interest given the RAMCIP target use cases. By,
encoding house spaces, the objects and appliances and their relations fused within a
hierarchical framework we formulate an augmented, semantic 3D representation of the
overall robot’s operation environment. Therefore, the primary objective is to depict the
components that contribute to environment modelling and the manner that this
information is represented within a dynamic hierarchical structure in order to enable the
semantic representation of the robot’s surroundings.
On this basis, the second aim of the methods reported herein concern the ability of the
robot to track the state of its environment, in terms of recognizing objects within it,
either small or large articulated ones, as well as in terms of tracking their state. In the
same scope belongs the semantic interpretation of the position of small household
objects (cup on a specific table, cup lying on the floor, with specific pose), or the state of
large articulated objects and appliances of the environment (e.g. cupboard door closed
or open at X degrees, oven knob at “off” position). Moreover, while monitoring user
activities, the position of objects of interest may have to be tracked in real-time, as for
e.g. the position of the pills-box or the bottle of water during a pills intake activity, in
order to enable the robot’s understanding of whether the user is interacting with them.
To this end, the present deliverable presents the first version of the core methods that
have been researched and developed in the context of Task T3.1 of the RAMCIP project,
enabling (a) the reconstruction of the home environment and its objects into 3D models
and a hierarchical semantic representation, and (b) the tracking of the home
environment objects state. These core methods described in the present deliverable, will
formulate the basis of the overall RAMCIP computational framework that will enable the
robot to model and monitor the domestic environment of its user, covering the
corresponding needs derived from the project’s target use cases, as defined in the
deliverable D2.1.
The RAMCIP home environment modelling and monitoring framework will continue to
evolve throughout the duration of the Task 3.1 of the project, by introducing further
refinements to the core methods presented herein and by integrating all developed
methods so as to seamlessly operate, by the end of the task T3.1, within a fully
functional ROS-based computational framework for modelling and monitoring the home
environment of the RAMCIP robot user.

1.1 Relation to other Deliverables
This deliverable presents the first results of the task T3.1 of the RAMCIP project. This
task is responsible for establishing the RAMCIP robot’s computational infrastructure for
modelling and monitoring the domestic environment of the user, by closely taking into
account the use cases and requirements defined in the deliverable D2.1, as well as the
technical specifications and overall architecture of the RAMCIP robotic system, defined in
the project deliverables D2.2 and D2.3, respectively.
The first core expected outcome of this task concerns methods that will enable the 3D
modelling of the robot’s operational environment and its respective semantic
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interpretation in terms of objects, object elements, their relations as well as their
characteristics. The second core expected outcome concerns methods for the
recognition, pose and state estimation of objects, both large and small ones, within the
user’s domestic environment. As such, the T3.1 research efforts and specifically, its core
methods reported in the present deliverable have a series of dependencies to further
tasks and deliverables of the RAMCIP project, as further described below.
Both the home environment modelling and monitoring methods of the present
deliverable will provide inputs to the RAMCIP methods for human activity monitoring in
T3.2, as well as the RAMCIP methods for user behaviour modelling and monitoring in
T3.4. Specifically, the present object recognition and tracking methods will provide
inputs to T3.2 where user activities are detected by analysing into account user actions
in relation to home objects. Correspondingly, the final version of the overall RAMCIP
framework for modelling and monitoring of the home environment, as well as its relation
to human activity monitoring, will be reported in the deliverable D3.2 (Person
identification, activity tracking and home environment monitoring). For the modelling
and monitoring of user behaviour and complex daily activities recognition methods being
developed in T3.4, which will be reported in D3.4, the present methods formulate the
corresponding necessary home environment modelling and monitoring infrastructure.
The home environment modelling framework of T3.1 also formulates a basic prerequisite for the RAMCIP robot’s methods for safe navigation and robotic manipulations
towards objects reaching and grasping, being developed in tasks T5.1 and T5.2, to be
reported in the deliverables D5.1 and D5.2 respectively. The fused metric and semantic
maps enable the T5.1 methods to be driven through the translation of semantic
commands (e.g. bring the pills box) into specific robotic kinematics that will fulfil them.
Notably, this task is tightly correlated with T5.2 (and deliverable D5.2) for grasping
domestic objects in a stabilized manner and the respective preparatory steps that will
lead to such result. Towards this goal, D3.1 and D5.2 are closely associated due to the
fact that the latter employs grasping strategies according to the query object. The
formation of such strategies depends on the object type, shape, position, orientation and
other specificities, knowledge elements that are provided through the respective T3.1
methods.

1.2 Deliverable structure
The deliverable is structured and organized in the following sections/chapters:
Chapter 1 provides the introduction of this deliverable and outlines its scope as well as
its relation to other deliverables.
Chapter 2 presents the related work and exhibits the SoA methodologies for each of the
software components that have been developed in the context of this deliverable. The
related work of each software component is presented individually for readability. At the
end of this chapter, all advances on the software components are summarised in order
to help the reader to precisely position the conducted work with respect to the state-ofthe-art methodologies.
Chapter 3 presents the methodologies developed for the modelling of the house
environment. It comprises the tools and the required methods which are necessary to
construct consistent models of the environment during the robot deployment phase.
Specifically, it concerns the implementation of the algorithms for the metric mapping and
the hierarchical semantic mapping in order to represent the environment in a manner
that can be understandable both by human and robot.. Additionally, this chapter
provides details about the tools developed and adopted for the construction of the
models for large and small objects and their registration with the CAD of the
environment through the hierarchical semantic modelling. It also illustrates the
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methodologies adopted in order to achieve 3D reconstruction of novel; i.e. previously
unseen, objects in the robot’s environment representation mechanism. Within this
chapter, the justification for the selected tools is also provided with limitations in the 3D
object representation and reconstruction..
Chapter 4 presents the developed methods for the recognition and pose estimation of
both large and small objects. A basic pre-requisite for object grasping methods of T5.2,
is the accurate object recognition and pose estimation, which is achieved through the
methods described in this Chapter. Similarly, the grasping and dextrous manipulation of
hinged objects, such as door handles or oven knobs realized through the methods of
deliverables D5.2 and D5.4, depends on the accuracy of both the methods that are
responsible to recognize and register large articulated objects in the robot’s scene.
Considering the small objects, a set of tools has been formulated in order to cover the
recognition and pose estimation of a variety of small objects that retain different
characteristics e.g. textured and non-textured and to compensate with environment
occlusions and cluttered scenes. Moreover, a novel method capable of performing more
robust recognition and pose estimation for a variety of small objects has been developed
and outlined In compliments, the methodologies developed for the registration of the
large objects are also illustrated. This comprises of the mechanism to process 3D metric
data, seek for large objects using prior information from the hierarchical semantic
mapping framework and the robot localization. The aim of this task is to exploit the CAD
information of the large objects and treat them as landmarks within the scene in order to
detect them to refine the robot’s position in the environment.
Chapter 5 presents the methods developed for the tracking of the large and small
household objects. It tackles the challenge related to the robot’s need to be aware about
the state and the position of the objects required in order to fulfil its tasks. To this end,
this chapter illustrates the basic methodologies developed for the detection of the
changes related to furniture movements, i.e. large objects. It also exhibits the
methodologies developed for the detection and tracking of changes in the state of the
appliances, i.e. to detect that the oven is on. Additionally, it comprises the tracking of
the small objects location. All the detected changes are reported to the hierarchical
semantic model which shall be continuously updated during the robot’s operation.
Chapter 6 deals with the experimental evaluation of methodologies described in the
previous chapters. It concerns the evaluation of the environment and household objects
modelling as well as the assessment of the developed methodologies for the monitoring
of the environment and the household objects. It outlines the metrics used in the
evaluation procedure and then administers the results of the evaluation procedure in
both benchmarking datasets and realistic robot acquired data.
Chapter 7 provides the conclusions about the methods presented in the previous
chapters, discusses the results and summarizes the findings. Moreover, insights about
the future work concerning the activities that will be performed in the context of the
RAMCIP Task 3.1 are also provided.
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2. Related Work
In the present chapter, key state-of-art approaches that fall in the scope of the research
efforts of the present deliverable are described. Specifically, the state of art survey
described below focuses on the three key research pillars of environment and objects 3D
reconstruction (Sections 2.1 and 2.2 respectively), recognition, pose estimation and
state tracking of small (household) objects and of large articulated objects (Sections 2.3
2.4 and 2.5). Thereafter, the key RAMCIP advances that are introduced from the
research efforts reported in the present deliverable are summarized in Section 2.6.

2.1 Modelling of the robot’s operational environment
In the last decade a profusion of laborious research has been conducted in the field of
environment modelling and representation, yielding remarkable results for the robotic
applications of navigation and mapping [1]. With a purpose of accurately localising
themselves[2,3], mobile robots construct a consistent representation of the spatial
layout of their working environment. The representative works described in[4,5,6] prove
the necessity for an accurate representation of the robot’s surroundings as well as the
development of efficient mapping methods. A solution to this is the Simultaneous
Localization and Mapping (SLAM) methods in accordance with which a mobile robot
placed at any unknown location in an unexplored area incrementally builds a consistent
map of the environment while simultaneously determining its location within this map.
Seeking to engineering an efficient solution to this problem, several successful research
attempts have been carried out and analytical summary of them is presented in a twopart review paper [7,8]. A common separating line among the existing metric mapping
techniques is the use of different sensory inputs for the construction of the 3D map. In
particular, methods designed to learn 3D maps of the environment employ laser
scanners or Time-of-Flight (ToF) cameras to provide dense point clouds of the
environment [9,10]. Other common sensors are the RGB-D and stereo cameras. The
SLAM approaches that utilize RGB-D images are intrinsically different from stereo
systems as their input is directly a dense point cloud instead of a pair of colour images
[11,12] and the RGBD solutions are the most widely used for robot mapping over the
last years. However, in applications where prior knowledge is available such as CAD
information, the researchers differentiate the mapping from the localization by
performing off-line mapping and then using this map for the robot localization employing
mostly laser sensors [16]. In these cases, in order for the robot to be registered to a
world coordinate system, the constructed map is anchored with known representations
of the explored environment.
Apart from the metric mapping the environment modelling bears another component in
accordance with which the geometrical representation is augmented with concepts
conceivable both by humans and robots, such as labels of places and objects and their
relations. These attributes are typically known as semantic mapping which is a
qualitative description of the robot’s surroundings, aiming to augment the navigation
capabilities and the task-planning, as well as to bridge the gap in human–robot
interaction (HRI) [13]. The semantic information existing in the environment needs to be
organised in a fashion that allows the robot to appropriately perceive and represent its
environment. The most suitable way to organize all these information is by means of a
hierarchical map. Due to the fact that contemporary robots navigate in their
environments by computing their pose within metric maps, the vast amount of the
semantic mapping methods reported in the literature use these metric maps to add
semantic information on top of it [14,15] and thus constitute semantic hierarchies. A
more in depth analysis in the semantic mapping methods could be found in the literature
survey described in [16].
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2.2 Reconstruction of Small Objects
3D reconstruction refers to the task of generating accurate 3D models of real objects.
When deployed data contains 2D characteristics of the object as extracted from images
captured from a unique viewpoint, the term Shape-from-X is typically used. X refers to
the specific characteristic that is considered and consequently the approach that is
followed. Shape-from-Shadow [17], where due to the analysis of the shade in the image
depth information is restored, and Shape-from-Silhouette [18], where a 3D estimate of
an object is constructed using silhouette images of the object, are two well-known and
well-examined methods across time. The term Structure from Motion on the other hand
(e.g. in [19]) refers to automatically recovering the 3D structure of a scene from a
sequence of images acquired by a camera undergoing unknown movement. The
KinectFusion algorithm [20] differentiate from classical Structure from Motion methods in
that it does not need to continuously detect sparse scene features and works directly on
depth maps. On the contrary it works directly on full depth maps and it enables real-time
3D reconstructions deploying an implicit voxel representation.
We focus on the specific task of reconstructing the full shape of an object when depth or
colour information is available from a single viewpoint. Examined methods from the
relevant literature can be separated in two large groups. The former includes methods
that focus on fitting parameterized models and take contours, symmetries and shape
priors into consideration[21,22,23]. These methods in general apply to specific object
classes and demand user interaction. Methods of the second group produce a 3D
reconstruction based on a retrieved model from a large dataset. The quality of the
extracted model highly depends on the similarity between the retrieved and the original
model and the precision of the correspondences detected between them. Such methods
have been applied to larger groups of object classes (e.g. chairs [24] and IKEA furniture
[25]) and although not explicitly requiring it, they can be significantly boosted by user
interaction [26]. Lately, deep networks and more specifically a Convolutional Deep Belief
Network has been deployed in [27] to perform shape completion using 2.5D information.

2.3 Recognition and pose estimation of small objects
Key point matching techniques detect multiple points of interest per each object view.
Descriptors for the key points are computed and detection is performed in terms of
finding multiple correspondences between testing and training images. Texture Object
Recognition was inspired by work done by [28] where the idea of building 3D models of
objects as a collection of local features computed on the colour image was introduced.
Matching based on local descriptors has also been applied on depth data. A significant
number of 3D features have been proposed, among them Spin Images [29] and FPFH
[30].
On the other hand, holistic approaches generate a single descriptor for the whole cluster
of an object under a specific view. In [31], a histogram of boundaries computed from
image contours, is proposed as a shape template that describes the object’s view, while
[32] introduced a template based on the Dominant Orientation on the silhouette’s points,
which was later incorporated in the Linemod multimodal template. Templates built in
[33] are based on line segments approximations of image edges, applying the Distance
Transform. Global feature descriptors have also been applied to generate a viewdependent object’s geometry description based only on depth images. VFH [34] is an
extension of the FPFH local descriptor designed to include information about the
viewpoint as well.
Both state of art examined methods (Linemod and Textured Object Recognition) utilize
colour and depth cues to perform accurate object detection and pose estimation.
Combined colour and depth data offer more information to extract rich representations
of the objects of interest, perform detection efficiently and estimate their pose

April 2016

18

CERTH

Deliverable D3.1

Dissemination Level (PU)

643433–RAMCIP

accurately. Besides, low-cost availability of depth data, thanks to the wide spread of
RGBD sensors, significantly facilitates research towards this direction.
The element that fundamentally differentiates our method (6D Object Detection) from all
the aforementioned approaches is the way in which features deployed for detection are
computed. We use Sparse Autoencoders [35] in a deeper architecture to extract
unsupervised features rather than using manually designed ones. Unsupervised feature
learning has recently received the attention of the computer vision community. Hinton et
al. [36] used a deep network consisting of Restricted Boltzmann Machines for
dimensionality reduction and showed that deep networks can converge to a better
solution by greedy layer-wise pre-training. Jarrett et al. [37] showed the merits of multilayer feature extraction with pooling and local contrast normalization as far as object
recognition task is concerned. Feature learning has also been used for classification [38]
using RNNs, and detection [39] purposes using sparse coding, trained with holistic object
images and patches, respectively. In [40] CNNs were trained to perform classification
and regression jointly for 2D object detection. Extracted features are used to train a
Hough Forest classifier which had been deployed for the object detection task [41].

2.4 Registration and state tracking of large articulated
objects
Point cloud registration is a fundamental issue for many computer vision applications.
Particularly, due to the emergence of affordable depth sensors, it is becoming a more
prevalent and intriguing research topic, e.g., human pose estimation [42] or body shape
modelling [43]. The registration techniques usually fall into two categories: rigid and
non-rigid depending on the underlying transformation model. Non-rigid registration
which is more common and desirable in practice remains a challenge in computer vision.
Especially, the need for general point cloud registration that supports non-rigid and
articulated transformations is still under-served in current literature.
ICP [44,45] is a classic rigid registration method which iteratively assigns
correspondences and then finds the least square transformation by using the estimated
correspondences. The shape context descriptor [46] was used in subsequent works
[47,48] to initialise correspondence for non-rigid registration. The first one is a graphbased approach that represents the local neighbourhood relationship of each point and
then, the registration problem was converted to a graph matching one. The second work
is a robust method to estimate the non-rigid transformation defined in a Reproducing
kernel Hilbert space (RKHS).
Recently, Gaussian Mixture Model (GMM) based probabilistic registration algorithms are
becoming an important category, where the main idea is to represent the point sets by a
density function while the registration is cast as a density estimation problem under
different transformation models. For example, Thin-Plate Splines (TPS) was used to
model the non-rigid transformation [49,50]. A Gaussian Radial Basis Functions-based
displacement function with a global smoothness constraint, Coherent Point Drift (CPD),
was introduced in other methodologies [51,52]. The articulated rigid transformation was
used by Horaud et al. [53] where the point set is pre-segmented based on a kinematic
chain. In several works [54,55], GMM-based registration is treated as an alignment
problem between two distributions which correspond to two point sets.
To extend the use of graph methods for unsupervised representation and matching of
articulated shapes, one can use local isometries as invariants preserved by articulated
motion (except in the vicinities of the joint). Methods such as Laplacian Eigenmaps [56],
generally used for dimensionality reduction, are explicitly conceived to find a mapping
that best preserves such pair-wise relationships. Indeed, the Laplacian matrix [57]
encodes local geometric and topological properties of a graph, and hence it is well suited
for describing articulated objects. Chang et al. [58] propose a new method for matching
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articulated shapes, combining Laplacian embedding with probabilistic point matching.
They conclude that articulated shape matching is equivalent to point-to-point assignment
under an orthogonal transformation; they concentrate on the latter and provide an
algorithm that handles point registration under the framework of unsupervised
clustering. Moreover, by adding a uniform component to a mixture of Gaussians, they
were able to deal with discrepancies between the shapes and the outliers.
Pellegrini et. al. [59] introduce a generalisation of ICP algorithm to articulated
structures, which preserves all the properties of the original method. Their key idea is to
closely follow the basic ICP strategy and perform a complete rigid alignment of each part
of the model in every iteration, treating a non-rigid registration problem as a rigid one.
The possible articulated models of 3D object in RAMCIP are models of furniture and
electrical appliances. Each of them will have a small amount of articulated parts, for
example an oven which is the most complex object in interest, has one articulation on
the oven door and 5-6 on its knobs. Each one of the joints corresponding to these
articulated parts has 1 DoF. Additionally, for each separate part the amount of
deformation between any two possible states can be described with a rigid
transformation. Thus, all articulated models in our concern are simple cases, and since
all these techniques are applicable in more complex articulated shapes, our approach
was based on the work of Pellegrini et al.

2.5 Tracking of Small Objects
Object tracking [60] in frame sequences is an evolving research field that has drawn
much attention due to its multiple applications, ranging from surveillance to human
activity recognition. Such methodologies employ two basic components; the first one
regards to the object description and representation while the second one concerns the
tracking mechanism that is employed in order to track the object. Another possible
clustering of tracking methodologies can be made with respect to the utilised sensor [61]
(e.g. thermal, audio), yet, this section will not elaborate towards this direction since our
focus is restricted on RGB and Depth video streams.
Typically, tracking strategies are statistical ones and the majority of the existing works
employ Kalman Filters [64] (KFs). Kalman filtering is used in diverse applications, as an
estimator enabling the prediction and correction of the system’s state. Kalman filters
have been extensively employed in studying system dynamics, estimation, analysis,
control and processing. KFs, besides their practical application, possess a well-grounded
theoretical background. They are known to efficiently predict the states of past, present,
and future of an object. Concerning the linear version of KFs, they provide estimation
about an object’s pose under the assumption that the induced noise is a Gaussian one.
The latter hypothesis is lifted in Extended Kalman Filters (EKF) which is a non-linear
adaptation. Such non-linear filters exploit KFs in order to attain a linear estimation of the
current mean and covariance values. EKFs have demonstrated higher converge rates
than KF though the computational cost of every iteration is greater. Yet, it has been
reported that EKF provides more efficient and accurate solutions. However, the fact
those KFs operate under the assumption that state variables follow Gaussian distribution
is a major drawback when it does not hold. An answer towards this direction is provided
in Particle Filtering [64].
With respect to the representation of the tracked object, there are three major notions,
namely contour-based, region-based and feature-based ones. The first category of
methodologies seeks for an object’s outline and subsequently tracks those outlines.
Contour-based solutions extract the object’s outline and subsequently track those
outlines. Dokladal et al. [62] suggested the mixture of the object’s contour along with its
respective feature-weighted gradient, which is calculated during the segmentation step.
Then, the gradient was exploited so as to form an attraction field where higher values
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lead to the object of interest. The work in [63] exploits a Neural Fuzzy network in order
to model the object’s contour. The contour is extracted using the silhouettes which are
further transformed using Discrete Fourier Transform. In a subsequent work, a two-step
procedure was suggested; the first one considers a kernel-based solution to detect the
object as a rough approximation while a refinement step based on object’s contour
follows. The authors in [64] combined object’s contour along with colour information
which are given as input to a PF, while the contour is attained through Sobel filtering.
The method in [65] introduces a fusion approach, where the object’s position is attained
via colour representation and Harris features, which are tracked from a Particle Filter.
Region-based works track the colour distribution of an object and a characteristic
attribute of such solutions is their computational efficacy. The authors in [66] suggested
a segmentation approach where homogenous image regions are partitioned from each
other and the object of interest is detected by online matching with a database of known
objects. The authors in [67] proposed a two-step procedure, the first one exploiting Adaboost along with colour representation to isolate the object of interest, followed by Kmeans clustering to achieve a region-based solution. Those two steps are iteratively
performed to keep track of the object. The work in [68] computed an object’s trajectory
in unconstrained environment. This method relies on motion-based segmentation
followed by a region-based Mean-Shift tracking module.
Feature-based methodologies extract feature points of the respective objects, cluster
them to attain an abstract representation and subsequently match those features among
consecutive frames. The authors in [69] suggest a method for object tracking, combining
feature matching procedure with Mean Shift Clustering. The feature matching step
comprises the usage of Harris detector to extract features in both the object of interest
as well as the current imagery. Then, the similarity of the computed features is obtained
based on a novel distance metric. Last, the matches are tracked utilising Mean Shift. The
method in [70] performs background subtraction and feature matching to detect the
object of interest while motion features are subsequently employed to track it within the
scene. The framework introduced in [71] applies on-line feature selection. The feature
space comprises RGB information while a mechanism selects the most appropriate
information so as to maximise the separation ability of the object and the remaining
scene while the tracking is performed using a Kalman Filter. The study reported in [72]
introduces a framework where object representatives are kept as templates so as to
match the query object with one of them. This online procedure allows handling new
object appearances while performs adequately in severe pose changes.
Yet, such methods attempt to capture geometrical information of objects by depending
solely on the respective RGB one. Such attempts may be appropriate for symmetrical
objects; however cases of non-symmetrical objects that undergo steep pose changes
lead the majority of such methodologies to fail. The method utilised in RAMCIP uses
fused information from RGB-D channels so as to capture both the geometrical
characteristics of the object as well as its texture information. The fused description of
the object is then tracked using a PF approach.

2.6 RAMCIP advancements
Within the context of the WP3 and specifically of Task 3.1, the RAMCIP consortium has
given emphasis on the development of accurate and robust solutions, taking into account
that the home environment modelling and monitoring module comprises a highly
important element upon which the RAMCIP robotic tasks will be executed. Towards this
direction, the development of the subordinate software components has been conducted
based on a strict methodology. Specifically, state-of-art algorithms have been
implemented and tested both on benchmark datasets as well as on realistic data
acquired directly from the on-board sensors of mobile robotic platforms. This strategy
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revealed weaknesses and drawbacks of the existing solutions and showed the directions
on which focused research and development should take place in order to come up with
methodologies adequate to operate on realistic environments.
Starting from the reconstruction of the environment, the existing mapping solutions have
been extended and modified so as to operate on large-scale environments respecting the
robot’s computational limitations by storing abstract yet consistent metric maps that will
be later used for the robot navigation. Moreover, a map update framework has been
developed, taking into consideration of the environment changes, thus ensuring thus,
capability for life-long mapping during the robot’s operation. Moreover, the metric
mapping has been augmented with semantic information by associating the geometric
representation of the environment with the object and places attributes and affordances.
This information has been represented in a hierarchical yet dynamically updated
structure that allows dynamic changes of the environment to be incorporated within the
robot’s knowledge base.
Considering the registration of the large articulated objects, computationally expensive
procedures have been avoided by employing the current robot localization to obtain an
initial rough alignment among the large-object models and the metric map. Through this
procedure, the subordinate registration step requires minimum iterations in order to
converge with accurate solutions. The gain of this procedure is twofold since by treating
the large objects as landmarks in the operational environment, localization refinements
are performed each time the RAMCIP robot engages on a manipulation task.
Following the use cases breakdown, the RAMCIP robot should be capable of manipulating
various small objects that do not retain common attributes. Therefore, for the
recognition and pose estimation of the small household objects, a set of tools has been
developed capable of both recognizing the instance and estimating the pose of a large
amount of objects. Specific algorithms have been implemented for textured and nontextured objects while also a novel method that competently recognizes and estimates
the pose of a variety of objects has been developed during the project. Efforts have also
been put for the robust tracking of the small objects, by fusing existing solutions that
enable the simultaneous tracking of multiple detected objects within the scene.
Further to the above, an important advance of the RAMCIP project considering the
modelling and monitoring of the operational house, is that all the aforementioned
software components are seamlessly integrated under the hierarchical semantic
structure that associates the existing CAD information, enables accurate robot
localization, allows the dynamic update of the environment’s small and large objects and
provides continuous situation awareness to the robot about the operational environment.
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3. 3D Reconstruction of Environment and Household
Objects
3.1 Introduction
This chapter outlines the methodologies developed within the RAMCIP project for the
reconstruction of the environment and the household objects that will be used in the
robotic tasks related to the RAMCIP target use cases. The methodologies developed
herein concern the deployment phase, i.e. the modelling of the house environment
during the training period. The operational phase refers to the actual engagement of the
robot in use-cases related robotic tasks and the human is present. Towards this
direction, the algorithms developed for the metric mapping are outlined; their purpose is
to construct a geometrical representation of the explored environment. Then, the
semantic information of the places and objects that link their attributes and affordances
with the metric map is organized in a hierarchical semantic structure. Later on, the
methods followed for the reconstruction of the large objects of the environment and
tools that have been utilized are illustrated. Alongside, the set of tools that have been
adopted for the reconstruction of the small household objects are outlined herein,
including strategies for the 3D reconstruction and modelling of the previously unseen
objects. The accurate modelling of the environment and household objects is of great
importance since the majority of the registration and recognition algorithms are based
on the existence of reliable models. Additionally, the environment and household objects
reconstruction and modelling is a part of the deployment of the RAMCIP system and
comprises the training phase of the robot to be installed on a realistic human-inhabited
environment.

3.2 3D reconstruction
environment

and

modelling

of

the

home

Within RAMCIP, a specific framework has been designed and developed for the
construction of metric and a hierarchical semantic map. This framework has been
designed based on the assumption that the robot will operate in a known environment
i.e. the user’s house, for which a generalized CAD model can be assumed. Initially, and
during the deployment phase, the robot is manually driven within the entire house and
at this stage a metric map of the explored environment is constructed. Then, high level
information such as the state of the objects, the objects’ attributes and their in-between
relations are coded in a semantic hierarchy, namely: the Hierarchical Semantic Map. The
added value of this structure is twofold. Firstly the RAMCIP robot will be able to operate
i.e. navigation and object manipulation in the environment which is modelled in a human
centric manner, where the human will be able to pass high-level commands to the robot
such as “bring me the pills”. The second added value is that the entire environment has
been organized in a structured manner that can be exploited by the robot in order to
efficiently perform its tasks by updating precisely geometrical and semantic attributes
about the objects required to complete its mission, avoiding thus time consuming
wandering and searching within the environment. A conceptual representation of this
framework is illustrated in Figure 1.
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Figure 1: A conceptual representation of the metric and hierarchical semantic mapping
framework.

3.2.1

Metric Mapping

The metric mapping comprises the cornerstone of the RAMCIP robot to efficiently
apprehend its environment. It is performed in an off-line fashion by using manual
operation of the robot and is conducted during the installation phase of the robot, i.e. in
the deployment phase. The metric mapping step comprises the construction of a
geometrical map of the operation environment that will be used for the robot navigation
activities. However, since it is expected that the robot will operate in a human populated
environment, a mechanism for dynamic update of the map has been foreseen in order to
compensate changes of the large objects of the environment i.e. a chair has been
moved. Contrary to the generalized problem of the simultaneous localization and
mapping, where the robot starts its operation in a totally unknown environment without
prior information about its location, the RAMCIP robot deals with a more simplified case,
where a rough CAD model of the environment is known containing landmarks that can
be utilized by the robot, e.g. its charging base, or the positioning of the large objects.
Therefore, by aligning the CAD model with a common coordinate frame in the offline
constructed map, the robot can use this information to determine its location within a
known, offline acquired metric map. The metric map is constructed using the Kinect
RGBD sensor which is mounted on the robot’s chest at height of ~1m above the ground.

3.2.1.1

Egomotion Estimation and Optimisation

Our method is based on the one described in [73]but it has been modified and
specifically parameterized in order to be suitable for operating on large scale
environments. In the front-end, a rough motion estimation between the consecutive
frames is computed. More analytically, among the potential detectors suitable for
localization (SIFT, SURF, ORB, etc.), the adopted motion estimation system employs
SIFT since this algorithm has increased repetitiveness and is sufficient to operate in
large-scale environments. SIFT detects and matches the salient 2D points within two
consecutive frames. By evaluating the depth information from the RGBD sensor, at the
respective 2D images, a set of point-wise 3D correspondences is obtained. The required
rigid body transformation typically conforms with a sum of quadratic differences
minimization criterion, resulting to a singular value decomposition (SVD) optimization
problem [74]. By applying this egomotion estimation procedure between consecutive
frames, visual odometry information is obtained. However, the individual estimations are
noisy, particularly in situations with few features or when most features are far away, or
even out of range. The combination of several motion estimates, by additionally
estimating the transformation to frames, the direct predecessor substantially increases
accuracy and reduces the drift.
Therefore, during the incremental motion estimation, a pose graph is constructed, the
nodes of which correspond to the estimated poses and the edges on the in-between
transformation of the nodes. The graph is updated by keyframes during robot’s travel. A
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frame is added to the set of keyframes when the overlap among the predecessors is
below a threshold and, therefore, the keyframe is considered as a new visited place.
For the graph formation, the egomotion estimation is applied to p=5 immediate
predecessors. To reduce the erroneous visual odometry estimations, the searching for
loop closures is applied in a graph-neighbourhood of the previous frame. Then, the q=3
immediate predecessors are removed to avoid duplication and randomly n=5 frames are
drawn with a bias towards earlier frames. The search is therefore manipulated for
potentially successful estimates by those previously found. The main differentiation of
the method followed in the RAMCIP project is based on the assumption that the robot
will operate in the same place for a long time and local accuracy is needed constantly,
while only a few times the robot has to traverse the entire house. In this case, local
accuracy will be obtained after the robot will operate for a few keyframes in the newly
visited area. Therefore, when the RAMCIP robot revisits a place, once a loop closure is
found, this procedure exploits the knowledge about the loop by preferring candidates
near the loop closure in the sampling. For the optimization of the graph after a loop
closure is detected, the g2o optimization library is utilized, which performs a
minimization of a non-linear error function that can be represented as a graph [75].

3.2.1.2

Map Representation and Registration with CAD

The aforementioned methodology calculates a globally consistent trajectory of the onboard robot camera. By employing the robot’s physical geometry (represented in a URDF
model), the trajectory is transformed with respect to the robot base. By using this
transformed trajectory, the original point cloud measurements are projected onto a
common coordinate frame, thereby creating a map of point clouds that represent the
explored environment.
By simply concatenating the point clouds with respect to the visual odometry
transformations, a redundant representation is obtained that requires vast computational
and memory resources. Therefore, the merged point clouds are further processed by
using voxel grid filtering and 3D occupancy grid maps to represent the environment. In
RAMCIP, the octree-based mapping framework OctoMap [76] is exploited, facilitating a
representation that will allow efficient map update during the run-timeoperational phase.
At this step, it should be stressed that this map comprises solely a representation of the
explored environment. In order to be useful for the robot, the transformation among
robot’s base and the world’s coordinate system should be determined. Since the rough
CAD model of the environment is known, the principal of the world coordinate system is
considered to be the charging position of the robot. Therefore, by top down projecting
the constructed map and performing an Iterative Closest Point (ICP) algorithm with the
2D CAD model, a registration among these two representations is achieved. From this
point, the constructed metric map is ready to be associated with the semantic
information and to be utilized for the robot navigation and manipulation tasks. Following
the aforementioned procedure, an illustrative example of the constructed 3D metric map
is exhibited in Figure 2.

Figure 2: An example of a 3D metric in the premises of CERTH (left and middle) covering
area of 50m2 approximately and the respective CAD model (right).
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Hierarchical Semantic Mapping
Hierarchical Semantic Annotation of the Metric Map

Following the schema illustrated in Figure 2, the RAMCIP hierarchical semantic mapping
module associates the previously constructed metric map with semantic information,
through an XML schema that establishes a semantic representation of the environment
architecture in which the robot operates. Our developed hierarchical model can be
updated so as to store dynamic changes of the environment (changes in object position
or large scale object state). The history of the objects and appliances within the
environment (pose, places, etc.) can also be stored.
The root of the hierarchy in our semantic model is the “house” which comprises a series
of “rooms”. For each room, there is a detailed description list of the large scale objects it
contains. These are separated in two distinct categories, namely large scale objects and
large scale articulated objects.
● Large scale objects. This category comprises every large scale object that the
robot isn't able to interact with. Such objects are considered sofas, tables and
chairs.
● Large scale articulated objects. In the articulated category, every large object
in the room that RAMCIP may interact with belongs, such as cupboards, closets,
fridges, drawers, ovens, cookers etc. In general, these correspond to every item of
furniture and electrical appliances with articulation, which has either handles or
knobs.
Some general semantic information is stored regardless the category that a large scale
object belongs to. Some of them are: the label of the object (cupboard, fridge, table
etc.), a list of small scale objects that is affiliated with, the type of these relations, its
pose with respect to the global map, its affordances (graspable, supporting surface etc.)
and a list of robot parking positions associated with this specific object, from where the
robot can stand in order to be able to observe it or interact with it or the objects found in
or on it (e.g. parking positions of a table, allowing the robot to grasp objects that lay on
it).
Moreover, in the case of large articulated objects, some additional information is stored
regarding the type of articulation the object has, as well as some further relative details
about it. During a task where the robot must interact with an object, its handle/knob
relevant position must be known so the robot to be able to interact with it. The type of
joints this object has is another important detail for the manipulation procedure. For
example, the difference between the way a cupboard door and a drawer opens leads to
different arm planning and grasping techniques.
Besides large scale objects, everyday household items are also being represented in the
hierarchical map. Small objects along with their general information (position,
orientation, type) are also described by their relative position with respect to a large
object in the home environment. The small object may be inside/on/under a large scale
object and has a list of properties (e.g. multiple graspable configurations) that describes
it. A detailed 3D model for every small item of interest is also stored in the hierarchical
semantic map.
As a result, assuming for e.g. the case of a pills box, typically stored in a specific
cupboard, once the robot determines that it should bring the pills box to the user, it will
be directed through the semantic map to navigate towards the cupboard, stand in the
corresponding proper parking position, grab the cupboard handle and open it. Then, it
will detect the pills box by using its 3D model stored in the hierarchy, grasp it and bring
it to the user. An overall hierarchical schema that describes a room of a house
environment is illustrated in Figure 3.
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Figure 3: The overall hierarchical semantic structure of a room for the RAMCIP system.
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Detailed Description of the Semantic Hierarchical Structure

This section provides a more in-depth description of the way that knowledge is stored
within the developed hierarchical structure, as well as its respective capabilities. The
term capabilities in this case is interpreted as the variety or supported room types,
object types, their respective attributes and the registration of possible relations
between those objects. Besides the overall description of the semantic hierarchical
structure, we provide an in-depth description of sub-parts (node types) that compose
this hierarchy. The description follows a top-down approach to facilitate the reader.
A common characteristic among all types of nodes is the fact that they can have
(theoretically) infinite number of children, in contrast to the majority of other data
structures. The first separation between the node types may be achieved by considering
those referring to the user’s apartment and rooms and those referring to the objects
found within the rooms.
The root node, i.e. the node on which the entire knowledge structure relies upon is of
node type “apartment” and in essence is an abstract representation that may compose
an unbounded number of node type “room”; yet it is demanded that each apartment has
at least one room. Subsequently, each room is characterised by a “name” and an “id” so
as to uniquely recognise each room. Additionally, the mentioned node type retains the
point cloud from the metric map that corresponds to this room. Besides the mandatory
information a room needs to attain three optional fields, two about objects, as explained
below, and “switch”. The “switch” node type comprises of an “id” to be distinguished
from other switches, a pose i.e. x,y,z coordinates and roll, pitch, yaw angles. Last, this
node provides information whether the switch is “rotational” or “prismatic”.
Regarding the second cluster of nodes, the one that considers the objects, there are two
fundamental nodes, namely “LargeObject” and “LargeArticulatedObject”. The large
objects description information consists of an ID, an object type and its pose, similarly to
the previously mentioned node types. An additional mandatory field is the object’s
default parking position; the developed hierarchy allows also the existence of multiple
parking positions. This object type also informs whether the instance of a large object is
graspable or not. Last, although it is not mandatory, a large object may encapsulate a
small one. The latter implies that small objects are children of large ones, this fact holds
true because all small objects are assumed to be standing upon supporting surfaces,
which are considered to be large objects, e.g. a table. An illustrative form of the
“LargeObject” node type comprising its corresponding mandatory fields is depicted in
Figure 4 below.
Considering large articulated objects, the respective node type comprises the same
information with the large object one with additional attributes. In an articulated object,
its respective grasping points and joints are defined. The joints of an articulated object
are of specific type and can be prismatic or revolute with a specific direction. The two
object types are illustrated in Figure 5 and Figure 6, respectively.
A small object node can be found as member both of a large or a large articulated object
node type. The small object node possesses a unique id and a pose similar to the
previously mentioned types, while each instance is accompanied also by a short
description about the type of the object, e.g. cup, dish etc. Moreover, this type of node
comprises a description about the object’s properties such as the colour and provides
information about its parent node by retaining the parent’s unique id. Similarly to the
case of large objects, there exists at least one default position where the object instance
can be found. Last, concerning its manipulation, this object type declares whether it is
graspable or not and in case of an affirmative answer, the grasping points are provided
as well. The mentioned node type is depicted in Figure 7 below.
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Figure 4: The large object structure

Figure 5: Large articulated object structure
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Figure 6: The joint type structure.

Figure 7: The small object structure
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3.3 3D Reconstruction and modelling of Household
Objects
This section describes the tools that have been employed and developed in order
to reconstruct the large articulated and small objects as well as their association
with semantic information, in order to create semantically enhanced models to be
incorporated into the spatial semantic hierarchy and latter exploited for the
completion of the robotic tasks.

3.3.1

Tools for objects modelling and 3D reconstruction

The term 3D model typically refers to the representation of a physical object as a
collection of points in the 3D space, connected with simple geometric structures
such as lines and triangles. The most common type of 3D models are the shell
models where only the boundary surface of the real object is modelled, in
contrast to solid models where the whole volume occupied by the object is
represented. Polygon meshes are shell models which approximate curved
surfaces with a net of planar polygons. A triangle mesh is a special type of
polygon mesh which consists of vertices (3D points) and faces (3-tuples of
vertices defining a triangle) and is widely used in computer vision and computer
graphics applications. For the modelling of the objects to be used in the RAMCIP
project, the shell models have being selected and augmented with triangle faces
due to the fact that these models need to be rendered in order to obtain a
ground-truth that will be further utilized in the algorithms evaluation procedure.
Therefore, for the rest of this chapter, the term 3D model refers to triangle
meshes of the faces that comprise the full shell models.
Several 3D modelling solutions were investigated in order to choose the ones that
are compatible with the types of objects we want to model, their pricing and the
level of experience they require in order to be used. The most popular software
products for 3D modelling include Autodesk’s Maya [77], AutoCAD [78] and 123D
catch [79] along with Blender 3D creation suite [80]. Based on the previously
mentioned criteria, the 123D catch and Blender were selected.
Blender is a free and open source 3D creation suite that provides tools for a
complete pipeline of 3D model creation. Blender’s comprehensive array of
modelling tools includes designing, transforming and editing of 3D models.
The majority of the RAMCIP objects of interest correspond to everyday household
items, furniture and appliances, which can be represented by some primitive
shapes and their combinations. Thus, handcrafting a detailed 3D model using
Blender can be considered as a suitable solution for 3D model creation in RAMCIP.
Another solution for 3D model creation is Autodesk’s off-the-shelf software 123D
catch. It is available for Windows, iOS and Android. This application can
automatically create 3D detailed models of a given object. The reasoning behind
this application is similar to the turn-table technique we describe in Section
3.3.3.3. Simple shaped small scale objects (e.g. boxes of food ingredients) with
large amount of texture information can be reconstructed in 3D, sufficiently and
relatively quickly, using the 123D catch software. In these cases, this technique is
more preferable than the time-consuming procedure of handcrafting a 3D model
using Blender.

3.3.2
3D
Reconstruction
and
modelling
Articulated Environment Objects

of

Large

For each large scale household object, a detailed 3D representation i.e. a 3D
model should be created. The purpose for the creation of these models is twofold;
on the one hand they will be used in the refinement of the localization module,
where the robot's position is refined within the global metric map; on the other
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hand, the models will be employed in the state tracking of large articulated
objects software component, for retrieving the objects’ state and updating the
hierarchical map respectively. Furniture items and appliances can be described in
a large percentage by primitive shapes such as cubes, cylinders and
parallelepipeds. Therefore, in order to initiate the reconstruction procedure within
the Blender tool, the accurate measurements of their dimensions and their
relative positions are taken. The measurement procedure is performed manually
with accurate metric tools and the subsequent steps are illustrated in Figure 8.

Figure 8: Initial step in modelling procedure for large articulated objects. a)
Initial primitive shape in Blender software and the actual object to be modelled.
The object dimensions and the relative distances of its articulated parts are
accurately measured b) The primitive shape is properly converted to correspond
to the objects actual dimensions. c) The front face is discarded. d) Some details
are added to match the actual object's shape and thickness. e) Doors and their
handles are added in their relative positions.

After the shaping step is finished, the texture is applied through UV-mapping [81]
and the reconstruction procedure is concluded. The actual texture of the object is
used, in order to have a more realistic result. The textured model in comparison
with the actual object is graphically illustrated in Figure 9. In order to consider
the articulation attributes of the objects, joints are added at the articulated parts
of the model with additional geometric information, regarding the relations
between the corresponding articulated parts and the limits of each joint. An
example of this step can be seen in Figure 10.
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Figure 9: The actual object (on the left) in comparison with its 3D model (on the
right).

Figure 10: Example of joints in articulated models. On the left a joint is added at
one of the doors. On the right the behaviour of the aforementioned joint in an
example of “open” door.
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3.3.3
3D Reconstruction and modelling of Small Household
Objects
Typically, the first step when dealing with object detection is the creation of a
dataset with the 3D models of the objects of interest. The models can be
produced in two ways: they can be either manually built using off-the-shelf
software or automatically acquired as a result of an algorithmic procedure. This
section presents the tools utilised in RAMCIP to reconstruct small objects. The
majority of those objects are exploited by the user to perform daily activities. The
sub-sections 3.3.3.1 - 3.3.3.3 illustrate the offline reconstruction of such objects
which are subsequently used in system’s initialisation and particularly in the
initialisation of the dynamic semantic hierarchy. Sub-section 3.3.3.4 introduces
the developed methodology used in RAMCIP in order to reconstruct objects that
appear for the first time during the robot’s operation; so as to cover cases of new
objects, introduced in the home environment after the initial robot’s deployment
phase.

3.3.3.1

Modelling with Blender

Every object is measured with accuracy and deconstructed in the primitive shapes
it consists of. So, for example, a cup is deconstructed into two cylinders (one for
the base of the cup and one for the handle). By using these primitive shapes, and
shaping them to meet the real dimensions of the object, we reconstruct a
primitive 3D model of the object as seen in Figure 11.

Figure 11: 3D model of a cup in its primitive stage. The cup is deconstructed into
its primitive shapes (two cylinders) and scaled to meet the real dimensions of the
cup.

After the basic shape of the object is created, we use reference images in order to
take hold of the various details (Figure 12).
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Figure 12: Use of reference images to capture the shape of the specific object.

Subsequently, the procedure involves sculpting the mesh and changing the
position of certain vertices to match the actual shape of the object (Figure 13).

Figure 13: Mesh after sculpting to match the reference images

After constructing the object’s mesh, we move on to the texturing step in order to
get a realistic 3D model. Through UV mapping we associate the mesh faces with
the corresponding materials from the reference image (Figure 14).
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Figure 14: UV-mapping of the 3D model to the reference image

Once the materials are attached to the model, the 3D CAD model is a detailed 3D
representation of the actual object (as illustrated in Figure 15) and can be used in
the various algorithms for object recognition and pose estimation. This full
pipeline is used for reconstructing both small objects as well as large scale
objects as cupboards and appliances.

Figure 15: The final 3D model of a cup. It is a detailed copy of the actual object in
terms of dimensions, texture and shape

3.3.3.2

Modelling with Autodesk 123D catch

This software requires a number of RGB images of the object from different point
of views in order to create a 3D model using photogrammetry. The geometric
representation of the object must be captured in these images. In order to
achieve better reconstruction results, the user must provide hand crafted featured
areas in the image sequence (example images are depicted in Figure 16). The
latter step is important mostly in cases of featureless objects.
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Figure 16: Example images that are used as input in the 123D catch software.
Hand crafted featured areas were added to the scene to achieve better
reconstruction results.

To create a 3D model in 123D Catch, the object must be captured from several
different angle views under good and ambient light conditions. If the object has
complex features, the user can take close up pictures on those areas to give
better definition to the resulting model. Autodesk recommends taking about 30 to
40 pictures, in order to create a well-rounded model yet, when the object of
interest if large in size, the number of captions raises up to 70 pictures to provide
greater detail to the model. Once the images are attained, they are uploaded to
Autodesk servers so they can be stitched together and a 3D model can be made.
Finally, after they model is created it is downloaded to the user's device for
viewing and editing.
If the object is lying on a surface during the image acquisition, the surface is also
included in the mesh (Figure 17.a), so there is an additional step to obtain the
final model (Figure 17.c). The object model can be created in “.obj” format, which
is supported from the vast majority of 3D modelling software (Meshlab, Blender
etc.); which can be used so as to remove the supporting surface vertices that
exist in the initial 3D model. Although this process produces very detailed and
accurate 3D models, in case the object has cavities, the mesh that is produced
has various deformations in these areas (Figure 17.b). The time consumed to
correct the mesh in these cases is similar to hand crafting the mesh, as in
Blender. Therefore, in such cases, 123D catch is not the preferred process.

Figure 17: (a) The resulting model from 123D catch software includes the
supporting surface, (b) Deformed mesh at the object’s cavities, (c) The model
after manually cleaning the supporting surface vertices
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Modelling with Turntable

We implemented the method proposed in [82] for building models of textured
objects by utilizing a round rotating table. Thanks to the grid of AprilTags [83]
attached to the surface of the table we are able to extract accurately the ground
truth pose of the camera for each captured image. The 3D coordinates of the
vertices of each tag in the turntable coordinate system are beforehand known and
their corresponding 2D projections on the image plane are obtained by the
AprilTag detection system.

Figure 18: Utilized turntable

Hence, the transformation from the turntable to the camera coordinate system is
estimated in terms of the Perspective-n-Point problem [84,85]. To acquire the set
of point clouds and poses which are essential for the model generation, we place
the object of interest on the turntable and perform a 360 o rotation with a
constant angular velocity, while an RGBD sensor captures colour and depth
images at a constant frame rate. This way, a sufficient number of images (~200)
are captured and are uniformly distributed, covering the whole range of viewing
angles having a constant step between consecutive angles.
Thanks to the camera pose that accompanies every captured point cloud, we are
able to express the captions with respect to the turntable coordinate system and
register them into one merged cloud. A segmentation step is included in the
merging procedure to extract the actual object from the remaining scene. While
the turntable itself is rotating around its centre, the origin of the turntable
coordinate system is moving in a circular orbit. Subsequently, we express the
consecutive poses that the origin traverses in the camera coordinate system and
we fit a circle to those points in a least squares manner [86]. The fitted circle is
used to segment the captured scenes: First, the circle defines a plane in the 3D
space and only the points that lie above this place are considered. Then, the
retained points are further decreased by excluding those that exist outside the
conceivable cylinder the circle defines.
Moreover, the merging procedure itself utilises a voxel grid structure of a
constant resolution that enables us to down-sample the point clouds. All the
original points that are inside each voxel are approximated and replaced by their
coordinate and colour centroids.
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Figure 19: Textured point clouds of a carton of juice, a cookie box and a salt
container acquired with turntable reconstruction

As a final step we estimate the normal vectors of the merged cloud, while the
Poisson mesh reconstruction [87] is applied on the resulting oriented point cloud
in an effort to eliminate noise introduced by sensor errors and inefficient pose
estimation accuracy. The resulting 3D representation of the objects in depicted in
Figure 19 and Figure 20.

Figure 20: Mesh
reconstruction

3.3.3.4

models

of

the

above

objects

acquired

with

Poisson

Novel Objects 3D reconstruction and modelling

Both aforementioned techniques for 3D model retrieval of small objects
(deploying specific software and turntable reconstruction) require manual
interaction and an experienced user. The retrieved 3D model will be further
deployed in an offline, time consuming training procedure in order to extract a
useful representation of the object and recognize it in the future. Besides,
grasping and affordances extraction of an object in general require its 3D shape.
The above tools and methods can be used so as to provide efficient 3D models of
household objects during the robot’s deployment phase; thus providing the robot
with models of the objects that are already, currently in the environment, where
it is planned to operate. However, the robot should also be capable to interact
with further objects (i.e. detect and handle) that are present in its operating
environment, once they appear in the robot’s vision sensors, even if no prior
knowledge about them is available.
Towards facilitating the establishment of such robot capabilities, our research
efforts focused also on recovering the 3D shape of a previously unseen object in
the case where only one depth image of the object is available. To tackle this
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challenge we build upon the observation that the majority of object instances in a
human house that would be of interest to the RAMCIP robot, belong to a very
small group of classes. Although it is impossible to construct a model for each
separate object instance that is present in a house (or even worse, will ever be in
the future), it is much more feasible to define general classes of household
objects and gather an adequate number of representative objects for each class.
We experimented with the method proposed in [114] and we specifically
considered the case of building novel models when other models of the same
category are already available. This way, we focus on the common scenario of a
new object, belonging to a class of objects that already exist in the user’s house,
is introduced to the user’s environment; as would be for e.g. the case where the
user buys a new cup, which should thereafter be recognized and manipulated
from the service robot, alongside to the cups that were already inside the user’s
home when the robot was first deployed.
The implemented pipeline consists of 3 distinct steps: Matching (retrieval of the
mesh whose depth image is the most similar to the query one), Fitting (geometric
transformation of the retrieved mesh so that the match and the query surfaces
are aligned) and Filling (prediction about the occupancy of query hidden points
based on the deformed mesh).
The matching step deploys Random Forest as a method to separate our dataset
into groups of model views with similar shape. Initially, all models are rendered
under a wide range of viewpoints, in an effort to cover the expected poses of the
new objects. The resulting depth images are used to compute features that
encode silhouette’s shape (whether a randomly selected pixel is inside object’s
boundaries or not) and object’s 3D shape (among two randomly selected pixels,
which one is closer to the camera).
On each node, the feature that leads to the best split of the samples in terms of
entropy minimization is kept. To compute the entropy of a set of 3D meshes, a
quantization step is necessary. Each mesh view from a specific viewpoint is
expressed as a voxel grid with a constant number of voxels per dimension.
Entropy calculation is still inefficient because of the high dimensionality of the
resulting structure. Non Negative Matrix Factorization88 is applied to perform
dimensionality reduction. The rationale behind this choice is that all objects,
despite their shape variations, are built as a linear combination of a small set
(orders of magnitude smaller than the initial number of voxels) of hidden shape
features. The rank of the factorization corresponds to the number of these
features and the coefficients of each model’s projection to the feature matrix are
computed by applying non negative linear least-squares.
A query depth image is fed to the forest and the samples contained in the leaf
nodes are the ones with the most similar shape and viewpoint. Among the
retrieved meshes, the one whose depth image minimizes the surface-to-surface
distance from the query image is considered the best match in the dataset.

Figure 21: Query and Retrieved depth image from RF algorithm
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Fitting refers to the further process of the final match so that its final shape
better resembles the shape of the query object.

Figure 22: Initial mesh model of the retrieved image

Initially, query and match point clouds are computed as projections of the
corresponding depth images to the matched camera reference frame. Spin Image
Correspondences [29] between the two clouds are detected and deployed to
compute the transformation that needs to be applied in order to align them.
Symmetries occurring in the retrieved mesh are considered very probable to also
exist in the original shape of the query object.
Symmetry planes are detected as described in [89] and pairs of symmetry points
are computed by sampling points of the mesh and considering the nearest
neighbour of their projections over the detected planes. A version of the Thin
Plate Spline deformation model [90] that takes symmetries into consideration is
proposed and applied to produce the final deformation of the retrieved model.
Pairs of nearest neighbours in the match cloud (source points) and the query
cloud (target points) define the initial correspondences. Simple approximation
TPS aims to deform the match cloud in a way that source points will coincide with
an approximation of the target points. A further constraint introduced by the
symmetry pairs is that they will remain symmetrical in spite of the applied
deformation.

Figure 23: Deformed model

Final shape completion is performed as a “carving” procedure of the voxel grid
representation of the 3D space. Voxels around observed depth points are known
to be occupied, while voxels in front of them and voxels outside the object’s
silhouette are known to be unoccupied. Deciding on the occupancy of ambiguous
voxels (i.e. voxels behind the observed depth points) is performed as a learning
task. For each ambiguous voxel, six features are computed in total. Two of them
are directly extracted from the query depth image:
i)
ii)

Distance of the voxel behind the query depth map.
Angle that the camera needs to move to make voxel visible.

The next two features deploy the deformed model that was acquired with the
described pipeline:
iii) Distance of voxel from the points generated when applying symmetries of
retrieved model to the query depth map.
iv) Occupancy state of the voxel in the deformed model.
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Finally, two metrics capturing the quality of the matching result are computed:
v) Average distance between query and match depth images.
vi) Average distance between query point cloud and deformed mesh in the
retrieved camera viewpoint.
A boosted decision tree [91] is utilized to perform the classification task. Finally,
marching cubes [92] algorithm is applied to the resulting voxel grid and the
acquired mesh model is the result of the reconstruction pipeline.

Figure 24: Ground truth model and Reconstruction result
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4.1 Introduction
The goal of this chapter is the presentation of the methodologies implemented,
advanced and introduced for the small objects recognition and pose estimation as
well as for the registration of the large objects of the house environment. The
general problem that is tackled herein for the small object recognition can be
summarized as: Given a registered pair of an RGB and a Depth images by the
robot’s RGB-D sensor and a set of known object instances, to detect which
objects are present in the scene and retrieve their position and orientation with
respect to the camera coordinate system. Emphasis is given in the recognition of
specific object instances, rather than general object categories, from a relatively
small group (in the order of tens) of unique household objects. Moreover, we
have to cope with the challenges inherent to real-world unordered scenes, such
as the presence of multiple object instances, severe occlusions, distractions on
the foreground and the background of the objects and high viewpoint variability
(no prior assumptions can be made regarding the pose under which objects are
captured from the camera).
The ability to identify and localize well-defined small objects automatically
contributes to the level of awareness RAMCIP retains about its operating
environment and enables further interaction with it. Subsequent to a successful
detection, RAMCIP will update the hierarchical model of the environment with the
detected object’s ID and the corresponding pose, tracking this way the state of
objects in the home environment. When the user asks for a specific object,
RAMCIP will be able to retrieve the location where the requested object was last
time detected, manoeuvre close it and search for it using the captured images.
The object’s pose estimation along with specific information concerning object’s
shape will be used to successfully grasp the object and perform a fetching
operation. Object detection is an important aspect of the environment monitoring
performed by RAMCIP as well. Knowing which objects are present in a scene
when the user commences a new activity facilitates reaching conclusions
concerning the type of activity.
Another software component also vital for the RAMCIP robot operation in a
domestic environment concerns the registration of the large objects, which is also
presented in this chapter. This module is mainly utilized by the localization
module when the robot is asked to perform a specific activity e.g. the user asks
the robot to bring him/her a bottle of water located in the fridge. Towards this
direction, the exact locations of the fridge and its handle are essential information
that the robot should retain in order to successfully complete its task. One might
say that since the CAD of the environment is available, the exact location of this
object is known. However, in realistic scenarios due to localization drifts this
rarely happens and additional computational steps are required considering that
the robot knows its location and the large object’s location under an erroneous
estimation. By applying additional registration steps, when the robot has reached
the region of interest i.e. exploiting CAD information and robot’s current location
to retrieve the large objects’ IDs and models existing within its field of view and
then registers their respective models with the metric map. The gain of this
procedure is twofold; on the one hand the robot corrects its localization error, and
on the other hand, the robot has increased situation awareness about its
surroundings which enables to complete its manipulation and grasping tasks.
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4.2 Small Objects recognition toolkit methods
In order to establish the necessary computational infrastructure of the RAMCIP
module responsible for the recognition and pose estimation of small household
objects, two state of the art algorithms for object detection have been examined,
namely, LINEMOD [93] which is suitable for texture-less objects and the Textured
Object Recognition pipeline proposed in [94] for objects with textured surfaces.
Yet, due to the fact that the derived results were not sufficient for all types of
objects, we developed a novel methodology for object recognition. As a result, a
toolkit of methods for object recognition and pose estimation has been initially
established, where the most optimal single method can be exploited depending
on the type of object, while our novel method eventually can be used so as to
provide superior performance in both considered object types. It should be noted
at this point that all methodologies implemented in the scope of the present
toolkit share identical phases, i.e. the training one, the detection and last the
hypothesis verification.
The examined object detection approaches are view-based, i.e. they are based on
training images of the objects of interest under a wide range of poses and camera
positions to learn useful representations. As a result, the 3D model formation
procedure is an essential prerequisite for such methods since they may be utilised
for generating the respective training images in an automated fashion. The
process of producing synthetic 2D colour and depth images from available 3D
models is known as rendering and introduces considerable benefits compared to
manual capturing of real images; the set of synthetic rendered images is
guaranteed to be well-sampled as far as the capturing camera position and pose
are concerned and ground truth pose is beforehand known. Besides, no physical
interaction with the real objects is required.
Considering the testing phase of the examined algorithms, this involves a
matching step that produces a number of object hypotheses for a given scene.
Rendering the 3D model in the scene with the initially detected pose enables us to
verify the validity of each hypothesis based on similarity measures between the
corresponding 3D model and scene points. Besides, further aligning techniques of
the 3D model with the original scene allow us to produce refined pose estimation.

4.2.1
4.2.1.1

Linemod pipeline
Training

Training relies on synthetically rendered images of the 3D models. The surface of
a sphere around the model’s centroid is uniformly sampled and the chosen points
correspond to the camera positions. The radius of the sphere determines the
distance between the camera and the centre of the object and images are
captured under various roll angles of the camera.

4.2.1.2

Detection

The LINEMOD method detection approach is based on multimodal template
matching. Since it is applied on data from RGBD sensors, the two available
modalities are the colour and the depth images. The method handles nontextured objects and both modalities are deployed to extract a description of
object's shape and geometry.

April 2016

44

CERTH

Deliverable D3.1

Dissemination Level (PU)

643433–RAMCIP

Figure 25: Original colour image of a scene including 4 textureless objects

Colour images are used to compute gradient features on the contour of object's
silhouette. The quality of the gradients is associated with their magnitude. Depth
image is used to compute normal vectors in the interior of object's silhouette.
Normals surrounded by other normals with similar orientation and normals that
are far from the object boundaries are considered the most reliable ones. Both
features are quantized into a small predetermined number of bins (gradients with
respect to their orientation and normal vectors with respect to their direction).

Figure 26: Gradients computed in the above scene. Each colour represents a
quantized orientation value
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Figure 27: Normals computed in the above scene. Each colour represents a
quantized direction value

The best of the two sets of features are selected by taking into account the
distance between their corresponding locations, and this way achieving a nearly
uniform distribution of the features over the whole area of the object. Quantized
values are spread around the feature locations and a robust description of the
object's shape is achieved. Using quantized values and pre-computed lookup
tables offers a significant speedup in the similarity computation of a new image
against known templates.

Figure 28: LINEMOD detection in the scene. Blue circles correspond to gradient
features on object's silhouette and green circles to normal features on object's
surface. Both sets are uniformly distributed over the areas they describe.
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Hypotheses Verification

Each object is rendered in the scene with the training pose that corresponds to
the matching template. This pose is an initial estimation of the actual pose of the
object. Since LINEMOD matching does not consider any colour information in the
interior of the object, a colour matching test is performed between object and
scene points. An object pixel has the expected colour if the difference with a
scene pixel in the hue component of the HSV space is below a certain threshold.
Matches that survived the test are subsequently aligned with the scene by
applying the ICP algorithm [95] between the points of the rendered model and
the points of the scene that fall in the object's projection in the image and within
a certain distance from the 3D model. Provided that ICP has converged, the
refined pose estimation of the detected object is acquired. A final test concerning
the depth distance of the aligned model and the inliers scene points is performed
and the surviving matches are considered positive object detections.

4.2.2
4.2.2.1

Textured Object Recognition pipeline
Training

To generate the necessary 3D model of the training object, the set of colour
images captured during Turntable Reconstruction and the resulting 3D mesh
model are deployed. The known camera poses are used to project the model onto
the corresponding colour images. The projections operate as masks accurately
segmenting the object from the rest of the scene.

Figure 29: Initial colour image with
known camera pose.

Figure 30: Segmentation utilizing the
projected object model as a mask

On each segmented colour image, 2D SIFT [96] keypoints are detected and their
local descriptors are computed. Depth information is available thanks to the
common RGBD sensors that register the depth image onto the colour image.
Depth values of the keypoints are utilized for their re-projection from the 2D
image plane back to the 3D camera coordinate system. Finally, thanks to the
known camera pose, 3D coordinates of the keypoints are expressed in the
turntable frame and together with the pose, they constitute a viewpoint
descriptor.
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computed
on
the
segmented colour image
of the above view
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Figure 32: Keypoints computed on the captured
images are subsequently expressed with respect to
the turntable reference frame and gathered in one
point cloud

The merged cloud produced from Turntable Reconstruction is further utilized to
render synthetic views and to compute a colour histogram in the HSV space. Each
histogram constitutes a global descriptor of the corresponding view.

4.2.2.2

Detection

The supporting surface assumption is applied. RANSAC [97] algorithm is used to
detect planar surfaces from the point cloud of the input scene. For each detected
plane, only the points above it are kept and the remaining point cloud is
segmented by applying Euclidean-distance clustering [98]. The points of each
segmented cluster are projected to the image plane, defining candidate areas for
object detection.

Figure 33: Initial input scene

Figure 34: Segmentation and clustering
produces
five
discrete
object
candidates

The actual matching performed in our implementation is based on a number of
assumptions. First of all, all known objects are equally possible to be present in
every scene. Secondly, for a given object the likelihood that one feature is
present does not depend on the presence of any other feature. Finally, high
dimensionality of the SIFT and the histogram features is taken into consideration
and consequently the Naive Bayes Nearest Neighbour classifier [99] can be
applied: The log-likelihood that a certain object is present in a scene, given the
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extracted local and global features, is computed as the sum of the distances of
each new feature and its nearest neighbour among the features extracted during
training. For every candidate area, all known objects are sorted according to their
log-likelihood. Pose acquisition for the top ranked objects is performed as an
optimization task. Object pose is estimated as the one that minimizes the
distances of the 2D coordinates of the extracted features and the projections of
the 3D coordinates of their nearest neighbours from the object model on the
image plane.

4.2.2.3

Hypotheses Verification

For all sets of object's labels and poses hypotheses inside a candidate area, the
keypoints of the area are projected back to the object's model by applying the
inverse of the corresponding pose. The hypothesis that better explains the cluster
is the one that maximizes the number of new features whose both 3D locations
and descriptors are close enough to the locations and descriptors of a training
feature. Segmenting more than one actual object into one candidate area is dealt
by removing the points of every final match and rerunning the whole pipeline
from the beginning. Segmenting one actual object into more than one candidate
areas is dealt by choosing the best between hypotheses of the same object label
with overlapping bounding boxes.

4.2.3 6D Object Detection and Next-Best-View Prediction in
the Crowd
In order to overcome the limitations of the above mentioned methodologies, a
new, complete framework [100] for object detection and next-best-view
prediction method has been introduced in the context of RAMCIP project. This
method is based on unsupervised features rather than manually designed ones to
recognize an object and performs pose estimation deploying Hough Forests [101].
Features comprise both colour and depth cues and the developed method deals
with both textured and texture-less objects. As shown from experiments
conducted on a dataset consisting of household objects, our method outperforms
the examined state of the art algorithms both in detection scores and in pose
estimation accuracy. Our method has been accepted for publication in the CVPR
2016 conference [100].

4.2.3.1

Training

Our method is based on 2.5D depth invariant patches that cover the same area of
an object regardless of their distance from the camera. To extract such patches
during training, we render synthetic colour and depth images from textured 3D
models of our objects. The centres of the patches are defined on a regular grid on
the area that the object occupies on the image plane. By exploiting depth
information, these centres are projected to the 3D camera coordinate system.
Each centre defines a planar patch perpendicular to the camera with dimensions
that are expressed in meters ensuring depth invariance. A grid of a constant
number of cells is defined on the surface of each patch and the centres of the
cells are projected back to the image plane. By applying linear interpolation, we
estimate their RGB-D values.
The RGBD elements that are extracted are subsequently given as input to our
neural network for the feature extraction procedure. We deploy a symmetric
encoder-decoder scheme that involves stacked, fully connected sparse autoencoders. As a fully connected, symmetric neural network, that on its output tries
to reconstruct its input, an auto-encoder learns a meaningful representation of
the training data when the number of activated units in the hidden layers is
forced to remain low. In an encoder-decoder scheme several hidden layers are
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stacked together and “deeper” features, which correspond to the hidden units of
the middle layer, are extracted.
Finally, the extracted features along with i) the object’s label ii) the object’s pose
and iii) the patch centre coordinates are used to train a Hough Forest. Splitting
training data at a node is performed in terms of minimizing the entropy of one of
the three annotation labels in an effort to cluster our training data in leaves
containing patches of the same object, captured with similar poses and occupying
similar locations on the object.

Figure 35: Framework Overview. After patch extraction, RGBD channels are given
as input to the Sparse Auto-encoder. The annotations along with the produced
features of the middle layer are given to a Hough Forest, and the final hypotheses
are generated as the modes

4.2.3.2

Detection

A Hough Forest allows us to perform object classification, as a regular random
forest. Moreover, we are able to perform regression of the object centre and pose
by applying Hough voting. When a new testing image is processed patches are
extracted with a constant stride. Features extracted from the neural network pass
through the forest and a separate Hough voting space is created for each object
class. Votes of leaf nodes are weighted with the probability of each class and are
accumulated on the corresponding voting space. Finally we estimate the modes of
each voting space applying non-maxima suppression and we acquire the
corresponding initial object hypotheses.

4.2.3.3

Hypotheses verification

The verification approach introduced in [102] is adopted and further expanded to
select the subset of the total detections made by our classifier that best explain
the testing scene. Verification is treated as a global optimization problem and for
each hypothesis the detected object is rendered in the scene with the estimated
pose. All model points that are projected onto the scene and are not occluded are
separated into groups of inliers and outliers, thresholding the distance between
each point and its nearest neighbour among the scene points. The following terms
are computed as measures of the similarity between each inlier-nearest
neighbour pair:
i) Euclidean distance between the two points.
ii) Dot product of the normal vectors of the two points.
iii) Maximum absolute difference among their RGB channels.
The fraction of inliers points over the total number of model points is taken into
account as well as a measure of the quality of the hypothesis. On the other hand,
two penalizing terms are introduced: The input scene is segmented into smooth
regions. Points that belong to the region and do not belong to the hypothesis that
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is projected on that region are penalized. Finally, inliers belonging to different
hypotheses and sharing the same nearest neighbour are considered conflicting
and are penalized.

4.2.3.4

Large Objects Registration

This module is used on demand by the localization module, when and if the error
in the localization exceeds a given threshold, or on demand, during the execution
of a specific task (e.g. If the user asks the robot to bring a bottle of water, that is
in the fridge, the exact location of the fridge and its handle is essential
information in order to complete this task).
The first step consists of an exhaustive search in the hierarchical semantic map to
acquire a list of the large scale objects that are in the robot's current field of view
and will act as landmarks. The retrieved object IDs are used to call up the
corresponding 3D models from the respective collection of models. The camera
current position with respect to the global map is also retrieved.
After the retrieval of the list of large objects of interest, the algorithm registers
each one of them in the current scene. For each object, its model is called up to
the memory and using the camera position, a simulation is created of what would
be in the current field of view of the robot in case of perfect localization. A
rendering of the ideal view is created (both RGB and depth images can be seen in
Figure 36.b)) and used to create a 3D representation of the optimal scene (a
point cloud). The rendered point cloud is registered to the actual scene using the
ICP [103] algorithm (Figure 36.c). Since the rendered point cloud is created with
ideal localization is used as the ground truth in the registration procedure.
All 3D models concern furniture and electrical appliances, so the assumption that
they can only be moved in the X-Y plane is used. Moreover RAMCIP robot will be
able to move only in the X-Y plane (it will move only at the floor level, but will not
be able to climb up stairs), so the localization error is constrained in these
bounds. Using this assumption we can constrain the ICP algorithm only on the XY plane. This modification was made so the resulting ICP transformation matrix
will be allowed to only have changes in X and Y axis for translation and Yaw angle
for rotation.
In the ICP algorithm, one point cloud, the reference, or target, is kept fixed, while
the other one, the source, is transformed to best match the reference. In our
case the reference cloud is the rendered one (since it is treated as the ground
truth) and the source cloud is the cloud of the current scene. Each point in one
point cloud is paired with the closest point in the other to form correspondence
pairs using k-d tree structure for speeding up this process.
The algorithm iteratively revises the transformation (combination of translation
and rotation) needed to minimize the distance from the source to the reference
point cloud. The error metric used is the point-to-plane metric [104], in which the
object of minimization is the sum of the squared distance between a point and
the tangent plane at its correspondence point. The process is iterated until the
error becomes smaller than a given threshold or it stops changing. The final
transformation matrix corresponds to a rigid transformation between the two
point clouds.
Given the transformation matrix retrieved from the ICP registration, the camera
position in the global map and the camera position with respect to the robot’s
base we can refine the robot position in the global map and thus minimize the
error in the localization. The rigid transformation between the two clouds
corresponds to a rigid transformation between the camera’s current position (with
the error in localization) and the actual position that occurs through this
transformation (refined localization). Given the corrected camera position we can
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retrieve the refined robot's base position which is then passed in the localization
node to update its position in the global map.

Figure 36: (a) Top-down view of a scene depicting the localization error, with red
colour showing the rendered point cloud and white colour is the point cloud of
the actual scene. (b) The actual scene with the corresponding rendered RGB and
depth images. (c) Result of the registration, with red colour the rendered point
cloud is shown, with white colour is the point cloud of the actual scene after
registration; the localization error is minimized.
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5. Tracking of household objects
5.1 Introduction
This chapter presents the methods developed for tracking large and small
household objects, considering that the RAMCIP robot should be continuously
aware about its surroundings and the properties of the objects involved in use
case specific tasks. Changes in the domestic environment may influence the
robot’s ability to navigate and provide assistance to the inhabitant. These
changes may relate to furniture movement (e.g. a chair was moved to another
location), changes in the state of furniture (e.g. the oven is turn on) or changes
in the location of small objects (e.g. the cup is on the table, but previously was in
the cupboard). All these information is stored in RAMCIP’s hierarchical map, so
the robot can keep track of these changes and adapt its planning for specific
tasks. Besides the hierarchical map, a dynamically updated 3D map acquired
through the mapping procedure and a detailed hand crafted 3D model of the
home (Figure 37) constitute RAMCIP's environment modelling engine (See
Section 3).

Figure 37: On the left the 3D metric map of the kitchen room acquired through
the mapping procedure, on the right the corresponding hand crafted detailed 3D
CAD model.

The RAMCIP robot will be able to interact with large objects in two distinct ways,
either treating an object as a landmark or as an articulated large object. The
aforementioned categories are dictated by the assumptions that every large
object that can't be easily moved (fridge, cupboards, stove etc.) can act as a
landmark object. Additionally, in case that a large object is articulated and has
handles, the robot can as well interact with it.
Landmark objects are also used in the robot localization [105,106,107]. Prior
information about their position and orientation with respect to the world
reference frame are stored in the hierarchical representation of the room.
Comparing this information with the current scene in the robot's field of view,
leads to the correction of the localization error arising from the global map quality
and the error in laser measurement, as illustrated in Figure 38.

Figure 38: (a) Top-down view of a scene depicting the localization error, with red
colour the rendered point cloud is shown; with white colour is the point cloud of
the actual scene. (b) The actual scene with the corresponding rendered RGB and
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depth images. (c) Result of the registration, with red colour the rendered point
cloud is shown, with white colour is the point cloud of the actual scene after
registration; the localization error is minimized.

Therefore, it becomes clear that tracking the states of such objects, allows two
goals to be achieved; first, refinement steps with respect to the robot’s
localisation can be attained while the robot endows its perception capabilities
about its surrounding and updates the dynamic hierarchical structure. Moreover,
RAMCIP is also interested in tracking small household objects the user
manipulates while performing daily activities. This module focuses on an object’s
position, not state and by tracking it enables the further study of the manner a
user performs such activities, so as to be modelled according to the
corresponding tasks of the project.

5.2 Large Objects Tracking
5.2.1

State Tracking of Large Articulated Objects

The robot is able to interact with large scale objects through understanding their
state (open/closed, on/off) and knowing their handles/knobs poses. Information
about the articulated parts and their type of articulation is being stored in
RAMCIP's hierarchical map. For every part, its position and orientation with
respect to their parent is known and, consequently their pose in the global map is
also known. The following procedure is an event driven one and occurs if the
robot must interact with a large scale object within a specific task.
This procedure is based on a variation of ICP algorithm that takes account of
articulation [108]. Even though the type of registration is non-rigid, this approach
separates the model in its subordinate articulated components and registers each
one of them separately, converting this registration problem into multiple rigid
ones.
The model is requested from the hierarchical structure and its mesh with all the
information about articulation is retrieved. Using the camera position, a
simulation is created, of “which part of the object would be in the current field of
view of the robot”. The "base" of the object which is the parent of all articulated
parts is the first to be registered. A rendering of this is created and used to form
a 3D representation (a point cloud) of it. The rendered point cloud (the model) is
registered to the actual scene using the ICP algorithm.
When the base is registered with the current scene, the articulated parts, since
they have parent-child relation with the "base", are transformed also to match
the pose of their parent. In the next steps, each of these parts is then registered
as follows. For each articulated part, constraints are added in the ICP algorithm,
which corresponds to the type of joint this particular part has. For example, if the
articulated part is a door of a cupboard, the only allowed movement it can make
is a rotation around the Z global axis, only in the positive/negative direction and
can reach up to 90 degrees offset from its default state (e.g. The default state of
a cupboard door is closed). After the constraints are added, we create a rendered
point cloud of the part in its default state. This point cloud is then registered to
the current scene respecting the given constraints. The transformation matrix
that occurs after the registration is used to


Get the offset from the default position (measured in degrees for doors, in
centimetres for drawers).



Get the current position and orientation of the part with respect to its
parent.



Get the current position and orientation of the part with respect to the
global map.
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Update the position and orientation of this part's children.



Update the hierarchical map with the retrieved information.
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This procedure is repeated for every part of the object that has children parts.
Further parts without children are either handles or knobs and their pose is
inherited from their parents' one. After the registration is finished, the pose and
state of the object and its corresponding articulated parts are updated in the
hierarchical map and the robot can interact with the object since the pose of its
handles and knobs are known.

5.2.1.1

Handle fine pose estimation

To reduce the registration error that occurs when the ICP algorithm falls into local
minima, we utilized an additional procedure to refine the handle pose retrieved
from the articulated ICP procedure and achieve the accuracy needed for the
RAMCIP hand in order to be able to grasp a door/drawer handle.
Specifically, for the handle of interest, we retrieve the pose of its parent. Given
the point cloud of the current scene, and the point cloud of the rendered
registered door, we can extract the indices of the points in the scene that were
used in the registration procedure. Then, the coefficients of a plane model that is
defined by these points are extracted. The next step depends on the type of the
articulated part. In case that the parent of handle part is a door, we segment the
points that belong in this plane and exist within an enlarged bounding box of the
door. This, cluster of points, corresponds to the actual door in the scene (Figure
39a). In case of a drawer, the points belonging on the plane will correspond to
the planar face of the drawer in the scene.
Taking the convex hull of this cluster and extruding the hull in both sides of the
plane with respect to the planes normal we acquire all points protruding from it,
which are then classified as a handle. The orientation of the handle is defined
from the plane normal, and the position is determined in accordance to the 3D
centre of the cluster (Figure 39.b). In some cases the handle is not fully visible in
the point cloud due to occlusion or because there is lack of depth information at
the area due to reflections. To overcome this barrier, use is made by the prior
information stored the hierarchical model, where the Z coordinate of the handle’s
centre of mass can be corrected (i.e. the vertical dimension).

Figure 39: (a) With orange, the cluster of points corresponding to the actual door
in the scene after registration with the 3D model is presented. (b) With magenta,
the points that were classified as handle are depicted, with green the normal
vector of the handle are shown.
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Electric appliances knob detection

The purpose of the employed method is the detection of knobs located on electric
appliances. Following the output of the deliverable D2.1, in RAMCIP’s Use Case 2
(Assistance in managing the home and keeping it safe) the robot should be able
to provide assistance to the user in the usage of electric appliances. Specifically,
in Sub-UC 2.1 the robot should be able to assist in turning off electric appliances
upon detection. Having a prior knowledge of knob positions in the house
environment (through the hierarchical map) is a helpful first step in identifying an
appliance’s state (on/off).
After the initial registration (as described in Section 4.3) of the 3D model of the
requested appliance, we can get estimation for its knobs’ positions with respect to
the global frame. In order to take the registration error (which is mainly produced
by the local minimum convergence of the ICP), we project the estimated positions
of the knobs on the RGB image plane acquired from the robot’s current view and
expand the regions of interests around each one of them. Searching for knobs
only in these ROIs and not in the robot’s entire FoV minimizes the detection time
and the possibility of false positive occurrences.

5.2.1.3

Classifier Training

In our approach, a detector was created using HOG descriptors. We used 1500
synthetically rendered RGB images of 3D models, having the knob models placed
in various poses and views to make the detector invariant to the knob’s pose and
position. Also, an image pyramid of 4 layers was constructed to ensure scale
invariance and increase our dataset’s size. We utilized Felzenszwalb's version of
the Histogram of Oriented Gradients [109] to train a linear SVM classifier [110]
for the developed knob detector.
Each rendered image is treated as an image patch. Width and height of the
patches are the same for every one of them. After the patches are created, they
are resized to a common dimension, w=h=48 pixels. Then, HOG features are
calculated for these 48x48 image patches. Given an image patch of fixed size, the
window is divided into a grid of N=6, i.e. 6 × 6 (pixels) cells. From each cell, a
feature vector f=[p, i, j] of gradient orientations is extracted. In this approach we
used p =9 contrast insensitive orientations. Cell features f are normalized using
L2-norm taking into account a wider neighbourhood of 2 × 2 cells, and truncated
by α = 0.2. The final patch descriptor is obtained by concatenating features
across all cell locations within the image patch. When there are N cells in the
image patch, the feature vector has dimensionality Nxp.
Figure 40.(a) shows an example of an image patch of a knob, and a visualization
of the corresponding HOG feature vector is shown in Figure 40.(b). Figure 40.(c)
and Figure 40.(d) show the mean HOG feature for positive and negative examples
in our dataset. As can be seen, mean HOG feature for positive examples has
dominant orientations that resemble orientations of a circular knob. On the other
hand, mean HOG feature for negative examples has almost the same level for
every orientation, without dominance of any one of them.
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Figure 40: (a) Example of an image patch. (b) HOG feature visualization of image
patch. (c) Mean HOG feature for positive examples in our dataset. (d) Mean HOG
feature for negative examples in our dataset

5.2.1.4

Knob fine pose estimation

The second step in our approach is the recognition of the pose and, therefore, the
state of each detected knob. The requirement for RAMCIP to be able to turn off an
electrical appliance derives the need of knowing the exact pose of a knob and not
only its state (on / off). In order for the pose recognition to be feasible, the
assumption that certain distinct featured areas will be present on the knobs
surface was made. An example of these features is shown in Figure 41.

Figure 41: In order to be able to recognize the exact pose of a knob, the
algorithm expects areas with distinct features on the knob’s surface. The black
area shown is an example of such.

To confront this problem, we tested two different approaches, treating it either as
a classification or a regression one. Considering the classification approach we
defined 36 different classes (0 - 350 degrees, 1 class per 10 degrees). The next
step comprised the collection of the data needed for training, creating 5000
synthetically rendered RGB images of 3D models for each class. We observed that
the different positions of the knob could be distinctively described by HOG.
Each rendered image consists of an image patch. Every patch has the same width
and height. The patches were created with a common dimension, w=h=48 pixels.
Then next step is the extraction of HOG features for these 48x48 image patches.
Given an image patch of fixed size, the window is divided into a grid of 12 × 12
(pixels) cells. From each cell, a feature vector f=[p, i ,j] of gradient orientations is
extracted. In this approach in order to capture the small changes of 10 degrees
between each class we used p = 36 contrast insensitive orientations. Cell features
f are normalized using L2-norm taking into account a wider neighbourhood of 48
× 48 cells. Final patch descriptor is obtained by concatenating features across all
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cell locations within the image patch. When there are N cells in the image patch,
the feature vector has dimensionality Nxp.
Our first approach utilized the use of classic Random Forests for the training
process. A forest of 100 trees was created during the training session. The
framework has been fully developed and trained on our collection of rendered
images.
Considering the regression approach, we examined whether it is possible to
predict the knob’s pose (rotation angle) using regression. The same dataset of
rendered images as the classification one was used. Also, the feature vectors
were extracted with the same procedure and were used as input in a linear SVR
[111] with their corresponding angle as target value. The optimal parameters
used for (a) the distance between feature vectors from the training set and the
fitting hyper-plane and (b) for the outlier penalty multiplier, were extracted
through cross validation.
The resulting estimation of the pose is further refined by taking account of the
information stored in the hierarchical map regarding the queried knob. Each
possible state of the knob is discrete. So we can calculate the number of degrees
corresponding to each state and used it to refine the resulting estimation of the
SVR by assigning it to the closest existing state.

5.3 Small Objects Tracking
This section describes the module responsible for tracking small household
objects that the user manipulates when performing daily activities. This is a
different problem than tracking the state of the object. When tracking the state,
we refer to objects that employ a sort of articulation mechanism while tracking
the position of objects refers to objects that can be found in almost any place
within the residence under different poses. Thus, small object tracking is a
subsequent step to object detection and pose estimation.
It is worth mentioning that in contrast to the majority of object tracking
methodologies, the presented one does not consider a database of predefined
models for tracking, rather receives as input the object of interest. The latter can
also be considered essential for enabling a generalization capability related to the
tracking of previously unseen objects. The developed methodology exploits RGBD information to consider colour and geometrical characteristics. More precisely,
it employs 3D point cloud and 3D features which are tracked using a Particle Filter
approach. Given an object’s point cloud, we first find object candidate points of
interest in the scene using curvature values computed in the input point cloud
from the Kinect sensor. Those features are determined using the 3D variant of
the Harris corner detector.
The feature point clouds extracted above are then passed to the particle filterbased tracker as reference model. This may also be employed in several other
cases depending on the relative pose of an object with respect to the robot’s
camera frame. It is worth noting that there exist different restrictions about each
object due to the geometric characteristics of each one.
The feature point clouds extracted above are then passed to the particle filterbased tracker as reference model. This may also be employed in several other
cases depending on the relative pose of an object with respect to the robot’s
camera frame. It is worth noting that there exist different restrictions about
object due to the geometric characteristics of each one.
The tracker itself consists of three steps, namely the pose update and resampling, the computation of the likelihood and the weight normalization. As
concerns the pose update step, we utilise a ratio between a constant position and
a constant velocity motion model which allows us to attain an efficient tracking
with a comparatively small number of particles. In order to attain higher
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execution rate and subsequently higher frame-rate, we exploit an adaptive
Particle Filter, where the number of particles is not static, rather fluctuates,
depending on the current scene. More precisely, in each iteration the filter
provides particles until the Kullback-Lieber distance between the likelihood
estimation and the respective posterior does not exceed a pre-defined threshold.
Therefore, the filter selects a relatively small number of particles in cases where
the density is focused on a small area while in cases where the particles need to
cover a wider area the module chooses a large number of particles. The
mentioned adaptation is favourable for cases where the posterior changes
drastically over time, for example when the user initiates an activity involving an
object.
The likelihood function of the hypotheses in the third step is computed based on
the similarity between the nearest points pair of the reference point cloud and the
input data. Similarity is defined as a product between a term depending on the
points pair’s Euclidean distance and a term depending on points pair’s match in
the HSV colour space. To obtain the model’s weight we finally sum over likelihood
values for every points pair in the reference model. Such likelihood function
assures a combined matching of model’s structure and visual appearance. In the
final normalization step, we normalize the previously computed model weight by
applying a relative normalization. In more detail, we normalise the total number
of overlapping points between the estimation and the current scene which are
linearly mapped within the interval [0, 1]. Last, the derived weight is computed
by evaluating the mapped values in an exponential function. The module’s overall
description is depicted in Figure 42, while Figure 43 illustrates indicative frames of
RGB-D data and the tracked object.

Figure 42: Illustrative description of the small objects tracking module
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Figure 43: Indicative frame of an RGB-D sequence where the point cloud of the
tracked object is imposed in the scene.
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6. Experimental Results
6.1 Introduction
This chapter aims to present the experimental procedures used in order to
evaluate the presented methods. It is organized following the structure of the
Task 3.1 where the assessment of the assessment of the methods for modelling
and monitoring of the home environment is necessitated. It worth to be
mentioned, that all methods have been evaluated both on realistic robot acquired
data and on benchmark datasets, where available. Additionally, for the evaluation
and the comparison of the developed methods with the state-of-the-art ones
specific ground truth measurements have acquired and widely accepted
evaluation metrics have been utilized. Most of the algorithms were tested with
both Kinect1 and Kinect2 sensors in order to be consistent with functional camera
topology of the RAMCIP. Finally, all the developed algorithms have been tested on
the same notebook pc with Intel Core i7-5700HQ CPU @ 2.7GHz 8 processor, 16 Gb
RAM @ 1600MHz and a GeForce GTX 970M graphics card. The computing performance
for each module is reported herein in the respective experimental section.

6.2 Home Environment Modelling
6.2.1

Metric Mapping

This section summarizes the results of an extended experimental procedure
conducted for the evaluation of the RAMCIP metric mapping algorithm. The latter
produces globally consistent 3D metric maps during the robot’s travel in indoors
environments. Specifically, metric mapping generates a geometric map of the
environment where the positions and the data are stored in a global coordinate
system. Successive point clouds are concatenated using the local accuracy of the
visual odometry component while the global map is optimized exploiting a posegraph evolved during the mapping procedure (see Section 3.2.1). In order to
obtain better insights of the accuracy of the metric map the comparison with
ground truth data is mandatory. Towards this direction, the evaluation of the
metric mapping has been performed in two levels. The first level comprises the
output to the estimated trajectory compared to ground truth measurements, in
order to validate the ego-motion estimations. The second level comprises the
assessment of the 3D reconstructed area as a metric map, resulting from the
octree representation compared to the CAD model of the environment. To
succeed this experimental procedure accurate and robust ground truth
measurements should firstly be obtained.

6.2.1.1

Ground truth data

The followed methodology for the acquisition of ground truth data has been based
on the tracking of the mobile robot platform utilizing an external Kinect RGBD
sensor placed on a known position in the explored environment. To achieve this,
advantage has been taken of the high resolution colour sensor of the Kinect
camera. Specifically, an array of known AprilTAg patterns has been placed on the
top of the mobile robot platform, which was observed by an external Kinect
sensor mounted on the ceiling of the explored environment, avoiding thus
occlusions during the robot’s perambulation. The adopted topology is illustrated in
Figure 44. During the robot’s travel the on-board Kinect sensor and the external
Kinect sensor where synchronized in order to acquire frames with the same
timestamps. Then, by utilizing the data of the external Kinect sensor the
AprilTAgs were tracked during the robots route and the subsequent
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transformations have been calculated by matching the detected corners of the
AprilTAgs and utilizing the Perspective-n-Point [84,85] algorithm that computes
the optimal transformation among the external camera and the robot pose. To
achieve this, image processing is applied on the detected patterns to extract the
respective corners. Then, correspondences among the 2d-3D detected corners
are determined using the camera projection parameters from the calibration
procedure. Additionally, the external camera has been calibrated also with respect
to the operational environment and its position was precisely determined using
the CAD model. Since the position of the external camera is known the
computation of the robot’s trajectory from the tracking data is obtained by
determining the 3D location and orientation of the pattern in the environment for
each frame. In order to avoid erroneous ground truth measurements, tracking of
the robot in distances greater than 6m where avoided while ground truth
measurements retained only when all the patterns were detected in each point to
ensure abundant of key corners and have robust transformation estimations.

Figure 44: Experimental set up for the evaluation of the visual odometry
trajectory

6.2.1.2

Visual odometry evaluation

For the experimental procedure, six different trajectories have been acquired,
while the robot was manually driven. The first two comprised straight robot
movements, the next two consist of L-shaped robot movements, while the last
two exhibited the performance on closed square trajectories. During the
acquisition procedure an external Kinect camera also grabbed images in order to
track the robot. We use the root-mean-square of the absolute trajectory error
(ATE) in our experiments which measures the deviation of the estimated
trajectory to the ground truth trajectory. For a trajectory estimate
and the corresponding ground truth
defined as follows:

the above mentioned metric is

i.e. the root-mean-square of the Euclidean distances between the corresponding
ground truth and the estimated poses. The coordinate systems in which the
trajectories are expressed are the same and, therefore, the error metric is
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Trajectory Type

Travelled
Distance
(meters)

ATE-RMSE
(meters)

Straight Route 1

1.9329

0.0946

Straight Route 2

2.1649

0.0870

L-Shaped Route 1

2.8484

0.0937

L-Shaped Route 2

1.9681

0.0646

Square Route 1

4.7704

0.0499

Square Route 2

5.9498

0.1828

using

the

Averaged
ATE-RMSE
(meters)

0.0963

The following Figure illustrates an array of the robot trajectories as well as their
respective 3D metric maps. Specifically on the left column the visual odometry
(blue) trajectory superimposed on the ground truth trajectory (red) is exhibited,
while on the right column, the respective 3D metric map that corresponds to the
explored environment is also appended. At this point it should be stressed that
the robot retains limited velocities during the off-line construction of the metric
map in order to avoid processing with blurred images acquired from the RGB-D
sensor. In case that the robot travel with maximum velocities then the error will
be increased.
Considering the computing performance, the processing time of the acquired
frames is approximately 3Hz depending on the texture of the images, i.e. more
textured images result in more features and thus, more computational time. The
processing time decreases when an abundant of new nodes is added to the graph,
as it requires more time for the execution of the graph optimization step and the
execution frequency can be diminished at 1Hz. However, since the metric
mapping is performed in an off-line fashion this does not influences the
performance of the robot during the operational phase.
Straight route 1, travelled distance 1.9329m

Straight route 2, travelled distance 2.1649m
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L-shaped route 1, travelled distance 2.8484m

L-shaped route 2, travelled distance 1.9681m

Square route 1, travelled distance 4.7704m

Square route 2, travelled distance 5.9498m
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Figure 45: Experimental evaluation of the visual odometry for six different
trajectories

6.2.1.3

Metric mapping evaluation

The map error and the trajectory error of a specific dataset strongly depend on
the given scene and the definition of the respective error functions. The error
metric chosen in Section 6.2.1.2 does not directly assess the quality of the map.
However, it is reasonable to assume that the error in the map will be directly
related to the error of the trajectory since the subsequent point clouds are
merged with respect to the visual odometry estimations. In order to be consistent
an additional experiment has been conducted herein that comprises the
comparison of the 3D metric map along with CAD data in order to quantify the
accuracy of the map that corresponds to the 3D reconstructed environment.
Specifically, the reconstructed point cloud was converted into the “.ply” format
without losing any information and imported into the MeshLab [112] -open source
tool- environment where by utilizing a build-in attribute, the distances among pair
points that correspond to the salient points in the environment (corners and wall
limits) have been measured. These measurements have been compared to the
respective points in the real life values utilizing the CAD data. The mapping error
has found to be within the average range of ±6cm as illustrated in the following
figure, where the real measurements in the CAD model are considered as ground
truth and the measurements of the metric map within the MeshLab are the map
representation values.
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Figure 46: Top: The illustration of the 3D reconstruction of the environment as a
textured point cloud and Bottom: Evaluation of the environment 3D
reconstruction by comparing the metric map with the CAD model using the
MeshLab open source tool

6.2.2

Hierarchical Mapping

In order to evaluate the proposed hierarchical structure, we conducted
experiments in realistic home environments, simulating scenarios of actual
RAMCIP use cases. The goal of these experiments was to determine the ability of
the proposed structure to describe in a functional sense the environment in which
the robot operates and thus enable it to interact with large and small scale
objects within specifics tasks. An example of such an experimental scenario is
described below.
The testing scenario is based on RAMCIPs use case 5 – “Support in daily life
activities-eating”. The experiment has been performed in realist environment at
the premises of CERTH, utilizing a Turtlebot robot with the camera arrangement
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of which resembles the one specified for the RAMCIP robot architecture. In this
experimental scenario the user asks the robot to bring him the blue cup. The
metric map of the environment has already been constructed and associated with
the semantic information regarding the large and small scale objects, which are
stored in the hierarchical map (Figure 47).

Figure 47: Hierarchical representation of the home environment in a simulated
scenario, where the user requests the “blue cup” from the robot. The house has 2
rooms a kitchen and a bathroom. In the kitchen there are 3 large scale objects, a
table a cupboard and a fridge. On the table are located 4 small scale objects, a
red cup, a bowl, a sugar container and the requested blue cup

The RAMCIP robot has all information needed to navigate in the environment and
reach specific goals related to a task. The procedure is initiated by the users
prompt “bring me the blue cup”. The first step is to request the location of this
item from the hierarchical structure. The request initiates at the root of the
hierarchy and heads to the leaf nodes until it reaches the requested item (Figure
48)

Figure 48: Visualization of the request of ‘blue cup’ in the hierarchical map. The
request begins at the root of the hierarchy, and navigates its way through nodes
to reach the leaf node of the requested item

When the requested item is located inside the hierarchical map, all the
information stored in this structure are available to the robot. In order to reach
the object, the robot must navigate its way to the correct room and then use the
rest of information retrieved from the hierarchy to get to the object. The first step
is to locate the small objects parent. In this example the table is the parent of the
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blue cup (Figure 49). The parking positions of the parent are then retrieved from
the hierarchical map (Figure 50).

Figure 49: Retrieving the requested objects parent in order to navigate to the
correct position in the environment and grasp the requested object

Figure 50: The parking positions of the objects parent are retrieved. Given these
positions the robot can observe the requested item from the best view points in
order to find its exact pose and grasp it

After retrieving the parking positions of the ‘blue cup’s parent, which is the table
in this case, the robot can navigate to them (one at a time). In each of these
positions RAMCIP tries to detect the object on the table surface and recognize its
exact pose (Figure 51).
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Figure 51: The robot reaches the first parking position of the table. Given the
corresponding RGB-D images from the Kinect 2, the robot fails to detect the
object due to occlusions

In the case of failing to recognize the object from the first parking the robot
proceeds to the next one (Figure 52). There it seeks once again to recognize the
object that the user requested.

Figure 52: The RGB-D images of the robots view point at the second parking
position. The requested object is not recognised from this position either, due to
occlusions

After failing to recognize the object from the second parking position, the robot
proceeds to the next one continuing its search for the requested ‘blue cup’. There,
it successfully completes the task (Figure 53). The object is successfully
recognized, and its position and orientation are updated in the hierarchical map.
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Figure 53: The RGB-D input from the Kinect 2 camera on the robot. The blue cup
was found in the third parking position of the table. The result of the pose
estimation is rendered (with blue colour) on the original image at the right of the
bottom row

We conducted several experiments with similar simulated scenarios, where the
small scale objects changed positions and relations with the large scale ones. The
states of the large articulated objects changed also. An after each detected
change the hierarchical map was successfully updated. We came to the conclusion
that the proposed structure is suitable for the needs of RAMCIP and its type of
operating environments, as also for the type of tasks it will need to complete.

6.2.3
6.2.3.1

Large and Small Objects Reconstruction
Large Object Reconstruction

We used several items of furniture and electric appliances to test our proposed
method of large scale object reconstruction. The modelling procedure when
executed by an experienced user of Blender isn't time-consuming, but the whole
processing time is relative to the amount of articulated parts and details the
requested object has. Our experiments were held in a realistic kitchen
environment and the selected objects are usually found in this type of
environments (e.g. fridge, cupboard, closet, table, washing machine etc.). Figure
54 up to Figure 58 illustrate some examples of this type of large scale objects
reconstructions in comparison with their corresponding real-life objects.

Figure 54: Cabinets and their 3D representation through the corresponding
methodology
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Figure 55: Closets and their 3D representation through the corresponding
methodology

Figure 56: Refrigerators and their 3D representation through the corresponding
methodology

Figure 57: Household furniture and their 3D representation through the
corresponding methodology

Figure 58: Electric appliances
corresponding methodology
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Small Objects Reconstruction

A representative set of small household objects such as plates, cutlery, cups, food
items, remote controls and pills boxes were used to formulate a database of 3D
models that represent all types of objects that can be found in a regular house.
Modelling with Blender enables the user to include a large amount of details in the
resulting 3D model, thus leading to a very realistic representation of it. The vast
majority of these items consist of primitive shapes like cubes, parallelepipeds and
cylinders. Cups were more challenging than others, due to their handles shapes.
Generally modelling a simple item such as a plate, with no major irregularities in
its shape, and texture can take about twenty minutes to half an hour (2030mins). More complex items such as cups or cutlery, due to their shape that can
not be described with a primitive one can take up to an hour and a half to be
modelled (90 mins).
Some examples of reconstructions household objects in comparison with their
corresponding real life objects are presented below. Household item models were
created using Blender (Figure 59) and food item models were created using 123D
catch (Figure 60), following the corresponding procedures described in Section
3.4.1 and 3.4.2.
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Figure 59: Indicated objects in a household environment and their corresponding
3D models created with Blender software

Figure 60: Indicative food items in a house environment and their corresponding
3D models created with Autodesk’s 123D catch software
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To evaluate the 3D reconstruction of novel (i.e. previously unseen) objects
method described in Section 3.3.3.4, the dataset created in [113] was used. We
restricted experimentation to 3 object classes, Bottle, Cup and Spoon, as typical
small household objects. Fifteen out of the twenty available instances from each
of the above classes were used as training samples. Forty different viewpoints
were generated on the surface of a sphere around models’ centre. Depth maps
were acquired by projecting mesh models to the corresponding camera frames
and were used to train the Random Forest. We considered five instances from
each of the general classes as unknown objects. Forty synthetic depth images for
each unknown object were generated in the same way and the reconstruction
pipeline was tested for them.
To evaluate the quality of the reconstruction the metrics introduced in [114] were
used. VoxelIOU refers to fraction of voxels occupied by both ground truth and
reconstructed grid over the voxels occupied by any of them. High VoxelIOU
values signify a large intersection area between ground truth and retrieved
models and, therefore, indicate a successful reconstruction. Surface distance
refers to the mean value of the distance between each point of the retrieved
model and its nearest neighbour among the points of the original model. Small
surface distance signifies a good estimation of the original mesh. In Table 1 we
present the mean value of the scores achieved for the three examined classes
while Figure 61 depicts query samples and the respective reconstructed results.
Bottle

Cup

Spoon

VoxelIOU

0.7364

0.7137

0.394

Surface
Distance

0.017

0.038

0.175

Table 1: Reconstruction Result for three indicative household object classes
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Figure 61: Depth Image, Retrieved Model and Reconstructed Model for three
object instances

6.3 Home Environment Monitoring
6.3.1

Small Object Recognition and Pose Estimation

We focused on objects that are included in RAMCIP scenarios to evaluate the
aforementioned pipelines and we conducted three experiments. The first focuses
on the evaluation of the methods’ ability to correctly detect object instances in
cluttered scenes dealing with the occlusions introduced by the scene setup. In
most RAMCIP use cases detection results are subsequently given as input for
other robot tasks such as grasping and handing-over. These tasks set specific
requirements as far as the quality of 3D object matching is concerned.
Consequently apart from the ability to detect a known object in a given scene we
are interested in measuring the accuracy of the detected pose. The second
experiment focuses on the evaluation of the pose estimation. The third
experiment was conducted by employing the method presented in Section 4.2.2
in conjunction with a robotic arm. More precisely, the SHADOW hand mounted on
a KUKA arm was utilized, paving the way for preliminary integration steps.

6.3.1.1

Experiment 1: Evaluation of the detection accuracy

Object detection accuracy is evaluated against 26 object instances. 15 of them
are textured and are separated into 3 groups of 5 objects. We compared our
method with the Textured Object Recognition pipeline for this group of objects.
For the 11 remaining texture-less objects our method is compared against the
Linemod pipeline. 40 images are captured around each scene under various
viewpoints. The measure applied to evaluate the methods is the F1 score
considering both recall (method’s ability to positively recognize as many object
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instances as possible) and precision (method’s ability to output only positive and
not negative matches).

Figure 62: Detection results for textured objects

Object label

Textured
Recognition

Object

6D
Detection

Oreo white chocolate

73.8

69.2

Oreo milk chocolate

62.4

68.4

Ultrex men

39.1

75.1

Ultrex citrus

46.7

76.8

Syoss repair

43.3

78.2

Syoss glossing

39.6

69.3

Colgate fresh stripe

32.6

37.1

Colgate advanced clean

38.7

42.6

Lipton vanilla caramel

55.5

64.9

Lipton strawberry

62.1

65.4

Amita juice

73.5

94.3

Salt container

39.7

52.3

Soft Kings

64.5

82.1

Elite wheat rusks

79.8

83.4

Elite 5 cereals

88.3

89.1

Object

Table 2: F1 scores (%) for textured objects

From the above table many meaningful results can be extracted. In general our
method outperforms the Textured Object Recognition pipeline in the vast majority
of the examined object instances, confirming the superiority of the deep features
deployed compared to the manually designed SIFT features. What is more, our
features incorporate both depth and colour information and certain views of the
above objects without any significant texture can still be efficiently represented.
Finally, our method is based on rendered images rather than images captured by
a human and the training view angles and distances are much better sampled.

April 2016

77

CERTH

Deliverable D3.1

Dissemination Level (PU)

643433–RAMCIP

Figure 63: Detection results for texture-less objects

Object label

Linemod

6D Object Detection

Cup blue

88.2

99.4

Cup red

85.6

97.3

Cup stripes

83.4

90.2

Bowl green

64.3

100

Bowl orange

62.9

64.7

Bowl blue stripes

86.4

95.4

Bowl green stripes

88.7

93.2

Sugar jar

79.9

98.8

Plate round

87.8

91.5

Plate square

80.6

89.9

Plate deep

72.2

80.8

Table 3: F1 scores (%) for texture-less objects

The main factor that contributes to the inferior performance of Linemod pipeline
is that most of the objects in the household dataset share similar geometries
(cups, bowls, and plates) and the shape representation that Linemod produces
fail to distinguish between them. Consequently, a significant number of false
positive matches appear and the precision for each object class is affected.
Besides, Linemod produces a holistic description of the objects of interest and
therefore cannot handle any occlusions.

6.3.1.2

Experiment 2: Evaluation of the pose estimation accuracy

We focused on objects that are included in RAMCIP scenarios to evaluate pose
estimation of 6DOF Object Detection. We evaluated the estimated pose of 3 cups,
2 bowls, 1 sugar jar, 1 plate, 3 everyday objects that are likely to be found in a
kitchen(juice box, pack of tea and cookies), 1 remote control and 1 pills box. 100
RGB and depth images were captured with both Kinect1 and Kinect2 devices for
each object to be able to compare the accuracy of our method under different
resolutions and technologies. We tested two different heights for the camera
sensors, 1.5m simulating the camera on the robot head and 1.2m simulating the
camera on the robot body, while the supporting table was 0.75m tall. Apart from
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the above restrictions we experimented with various distances from the centre of
the object (0.5 – 1m) and poses.
To acquire ground truth pose of test objects we applied pose estimation with
AprilTags in combination with manual alignment. Initially a sequence of images
around an object placed on a planar supporting surface is captured. The surface is
covered with tags and coordinates of their vertices are expressed in the world
coordinate system. Plane z = 0 of the world coordinate system coincides with the
supporting surface. Applying a Perspective-n-Point algorithm on the vertices and
their 2D projections on our frames we are able to retrieve the pose of each
camera coordinate system included in the capturing sequence with respect to the
world coordinate system. Consequently we are able to retrieve transformation
between consecutive camera poses and an initial alignment of the corresponding
views. We benefit from the fact that camera is only slightly moved between
consecutive captures and we apply ICP algorithm to further improve the initial
alignment and refine pose estimation. Last step involves manual alignment of 3D
object model with the first scene of the sequence with an off-the-shelf tool
(Meshlab). We are now able to transform the object to the coordinate system of
the rest of the cameras and therefore obtain a reliable ground truth of object's
pose.

Figure 64: Kinect1 1.5m, cup, ground
truth pose

Figure 65: Kinect1
detected pose

1.5m,

cup,

We apply the matching scores proposed in [115]:

Measure
expresses the average distance between the ground truth position of
each model point and the position of the same point when the detected pose is
applied to render the model into the scene.
Measure
is more appropriate to evaluate matching for objects with ambiguous
views due to symmetries of their shape. Instead of calculating the distance
between the two versions of the same point, we consider the distance between
the detected version of each point and its nearest point of the ground truth
version. The pose estimation accuracy is summarized in Tables 4-7 exploiting the
above described evaluation metrics.
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Figure 66: Kinect2 1.2m, plate, ground
truth pose

Figure 67: Kinect2 1.2m, plate, detected
pose

Table 4: Kinect1, 1.5m

Table 5: Kinect1, 1.2m

Table 6: Kinect2, 1.5m

Table 7: Kinect2. 1.2m

Taking into consideration the detection score (first column of the above tables)
and the pose estimation results that correspond to the two evaluation metrics
(second and third columns of the above tables), it can be noted that when our
method is applied to images captured with the Kinect1 device results are slightly
better compared to the ones captured with the Kinect2 device. Despite yielding
higher resolution Kinect2 technology imposes artifacts that distort objects’
surfaces and affect our method’s performance. Besides, in most cases scenes
captured from higher positions outperform the corresponding lower ones. That is
due to the fact that top down views offer more cues about the object’s shape and
colour in comparison with the frontal ones. Nevertheless in all the examined cases
surface-to-surface distance between the detected and the ground truth object
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measure is within the requirements posed by RAMCIP

6.3.1.3
Experiment 3: Evaluation of the object detection with
grasping
We conducted an additional experiment in order to evaluate in practice two
separate but closely related RACMIP modules: object detection and grasping. The
success of an attempted grasp in an unconstrained environment depends on the
ability of the robot to detect the object in the captured scene and to provide an
accurate estimation of the pose of the object. From another perspective, the main
reason to set the requirement that the robot must be able to detect known
objects within its operating environment is that it will consequently be able to
interact with these objects. RAMCIP Use Cases imply the cooperation between the
two modules. The action of bringing the pills box back to the user is possible if
the robot is capable of detecting it, of grasping it and besides if and only if the
cooperation between those separate tasks is successful. The integration of the
two modules was the subject of this experiment and its success is a step towards
the fully functional RAMCIP platform.

Figure 68: Object detection result in a scene setup created for the integrated
experiment

For the needs of the experiment a realistic setup was enforced in an effort to
recreate the conditions under which the two modules will finally function. Known
objects were placed on a plane table while the scene included also unknown to
introduce clutter and occlusions. RGBD sensors were placed on specific positions
simulating the robot’s height and the parking positions associated with the table.
A Shadow hand mounted on a KUKA arm was deployed for grasping.
Communication between the two modules was carried out through the ROS
framework and object detection was implemented as a ROS Service.
Field Name
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Object label

The label/ID of the object

Object pose

The position/orientation of the
object

Surface normal

The normal vector of the surface
on which the object is resting on.

Longer dimension

The vector of the longer dimension
of the object

Symmetry axes

The axes of symmetry of the
object

Bounding box

A bounding box for the object. The
bounding box is defined as 3
numbers (x,y,z) for 3 dimensions.
We assume that the object’s frame
is in the centre of bounding box

Table 8: ROS Message for object detection and grasping communication

Figure 69: Successful grasping of the detected objects

As concerns the computational time required for the recognition and pose
estimation of a small object, a respective analysis is summarized herein. The
initial plane segmentation step is common for all pipelines and requires ~100ms.
The execution time for the matching step varies according to the number of
objects and poses memorized during the training procedure. Other factors such
as the scene complexity, the number of existing objects and their size on the
image plane affect both the matching and verification steps. Linemod and
Textured Object Recognition matching steps require a small execution time of
0.5–1 seconds per object, since their testing phase comprises only direct
template matching. The verification step of the Linemod pipeline typically adds 3
more seconds, resulting to a total of 4 seconds for a final detection and
estimation.
The computational time required for the novel method developed varies between
2-7 seconds with an addition of 2 seconds per object if the joint optimization is
used. Consequently, the total detection time of the developed methodology
approach varies from 3 seconds for smaller objects (pills box) up to 8 seconds for
the larger objects of our dataset (carton of juice). It is worth to be mentioned
that although the existing methodologies require less computational time, when
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compared to the newly developed algorithm, the accuracy of the latter is better
both for the detection and the pose estimation of objects, which is proved from
the realistic experiments described above. Hence, a trade-off between
computational complexity and accuracy is evident; at the same time, increased
accuracy needs in realistic scenarios are imposed from the target RAMCIP use
cases. The RAMCIP consortium has identified that the main bottleneck is the
Hough voting step and in the remaining of the Task3.1 lifespan will try to refine
this step, along with further ones of the proposed method, towards achieving
better computational performance.

6.3.2

Tracking of Small Objects

This section summarizes the results of the experimental procedure that took place
in order to evaluate the accuracy of the developed small object tracking
mechanism. This mechanism provides the pose of the object of interest in a
frame-wise fashion. By attaining the object’s current pose we are in place to
visualise it either on the image plane or upon the 3D reconstructed scene. The
evaluation occurs by comparing the object’s estimated position with the ground
truth data. It is worth reminding that the small object tracking mechanism’s
purpose is to capture an object’s movement while the user performs daily
activities. Thus, we acquired such data using the Kinect1 sensor mounted on the
robot platform. Subsequently, the captured frames were manually annotated,
leading to the formation of bounding boxes for the respective objects. Those
bounding objects comprise the groundtruth.
For the experimental procedure, ten different objects involved in daily activities
have been captured, from different viewpoints. This collection comprises simple
activities such as “drinking water” and complex ones, such as “Pill Intaking”,
while all of them are activities of interest as defined in the respective deliverables
of RAMCIP. We adopted the object tracking error [116] (OTE) for the evaluation
purposes as a measure of average displacement of centroid of ground truth and
estimated bounding box.

Where

and

are centroid of object in frame

for ground truth and tracker

estimation.
is the total number of frames where correspondence is
established. This measure provides the average root error between the centroids
of the ground truth and the estimation. Table 9 summarises the OTE error for
each of the previously mentioned activity samples.
Concerning the method’s computational efficiency, the latter is mostly correlated
to the discretisation of the 3D space, i.e. the size of the applied Voxel Filter. The
application of the filter size varied in the range [0.1 - 3] cm, where in this range
the tracking step was executed in the range of [7 - 25] Hz, respectively. It is
worth to be noted that the execution frequency is not constant and fluctuates due
to the dynamic nature of the object’s movement.
Activity

#1

#2

#3

#4

#5

#6

#7

#8

#9

#10

Avg.
Error

OTE

10.22

8.63

17.51

15.72

8.71

14.09

18.26

22.36

15.38

14.75

14.563

Table 9: OTE error for each activity sample

Last, the subsequent panel of figures (Table 10) depicts a performed daily activity
where the objects are tracked and the respective estimations are illustrated as
ellipses.
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Table 10: Illustration of a frame sequence where objects are tracked during the
execution of a daily activity

6.3.3

Large Objects Registration

Large objects are used in several modules within the RAMCIP architecture. They
are modelled through Blender software and their models are stored in the
hierarchical structure of RAMCIP. Large objects are categorized in: a) Large
objects and, b) Large articulated objects. The first category consists of large-scale
objects such as sofas, tables and chairs. The robot cannot interact with these with
grasping, and they also cannot be used in the robot pose refinement procedure in
the localization module, because they are movable so they cannot be treated as
landmarks. For tables and sofas, under the assumption that they can be moved
but not in a large distance, a simple registration of the current scene with the
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model of the requested item is sufficient for retrieving the new pose of this
object. The previous position of the object is retrieved from the hierarchical
structure, and its model is re-called. Using the current pose (position and
orientation) of the robot, a rendering of the 3D model is created (both RGB and
Depth images) and a point cloud of the model is created from it. Registering this
rendered point cloud with the current scene via ICP algorithm results in a rigid
transformation between the current pose of the object with its previous one. A
simple bounding box and the new pose in the metric map retrieved from the
registration procedure are sufficient for tracking changes in the environment and
treating them as obstacles during navigation. This registration does not
differentiate from the registration conducted in the next category, so the
experiments were common for both procedures. For chairs and other similar
objects, the change detection (comparing the current scene, with the scene from
the metric map at the exact position) is sufficient for extracting a bounding box of
the moved object, and treats it as an obstacle. The second category corresponds
to large objects with articulated parts, as fridges, ovens, closets, cupboards and
drawers. These are the objects the robot can interact with during the execution of
a specific task via grasping their handles/knobs, or it can use such objects to
refine its position in the metric map, because they are treated as landmarks since
they aren’t moveable. The detailed experimental procedure for the evaluation of
registration of large objects is presented in the next section.

6.3.3.1

Large Object-based Robot Localisation Refinement

In order to test the localization refinement procedure we conducted several
experiments measuring the localization error before and after the refinement. The
experiments took place in a realistic home environment. A 3D metric map was
created through the mapping module, and a 2D occupancy grid was extracted for
the navigation module. The localization was performed using the AMCL 117
algorithm on the known metric map.
● External cameras were positioned in strategic places so the robot would be
visible in at least one of them at any given time regardless of its position. In
order to be able to track the robot, we placed fiducial markers on it. The 3D
metric map was generated with respect to a global coordinate system, so was the
robot’s position produced by the localization with AMCL and the proposed
localization refinement technique. Each camera was calibrated to the same global
coordinate system in the room, so its position and the transformation matrix to
the absolute global frame were known. The markers on the robot were tracked
through the following procedure:
● Acquisition of an RGB image.
● Detection of the fiducial markers.
● Computing the transformation between the marker coordinate system and
the camera’s to retrieve the robot’s position with respect to the camera
coordinate system.
● Transforming the acquired position with respect to the global coordinate
system.
The position of the robot extracted from this procedure was used as the ground
truth in these experiments. The three positions were compared with each other
and the error was measured both for the AMCL output and after performing the
proposed localization refinement technique. The mean error of X, and Y
coordinates and the Yaw angle is used as a metric for comparison. Results
showed an improvement in localization after using the large scale object
registration for refinement. Both in X and Y axis the localization were improved by
an average of ~3 cm and Yaw angle was improved by an average of ~2 degrees.
A second session of comparison where the difference between the ground truth
and the two algorithms was measured by hand showed a larger improvement
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than the one observed in the automated sessions mentioned before. In the ~3 cm
in X, Y axis and the ~2 degrees in Yaw angle should be taken account the error in
marker detection process and the error produced in the external camera extrinsic
calibration.
The experiments were conducted with both Kinect RGB-D sensors. Kinect1
achieved superior results, since in the Kinect2 sessions it was observed that
reflections or dark coloured planar surfaces (e.g. dark coloured cupboard planar
faces, reflective surfaces on fridges etc.) resulted in serious deformations in the
point cloud data. This caused a substantial error in the registration procedure.
The registration procedure takes about ~700ms for one large scale object model and
it depends on the initial error and the number of iterations required for a
convergence. The entire procedure consisting of capturing the current scene, recalling
the large object in scene from the hierarchical structure, the registration of the model,
and the correction of the robot pose and required about ~2 seconds on average to be
completed.

6.3.4

Large Articulated Object State Tracking

To evaluate the articulated registration and thus the handle detection we
conducted two different kinds of experiments. For the first case, we conducted 50
experimental sessions where the ground truth of handle position was measured
manually and the position extracted by the algorithm was compared to it.
Concerning the second case, we also conducted ~50 experiments using a
SHADOW hand mounted on a KUKA arm to perform grasping of the queried
handle. Example images for both types of experiments can be found in Figure 70.
Upon examining the experimental results from both types of experiments the
resulting mean error for the position of the handle was ~1cm and the orientation
divergence was of ~ 1 degree. In the cases where occlusions or insufficient
amount of information occurred (e.g. when the door was in a perpendicular
position regarding the camera, so the measurements from the depth sensor were
insufficient for registration) the algorithm failed to detect the requested handle.
Kinect1 achieved once again superior results, this originated from the same error
in the registration procedure.
Considering the computational performance, for a model with 2 articulated parts (e.g.
a cupboard with 2 doors), the registration of the base requires about 700ms, while an
additional ~1 second per door is needed. The additional step for the fine pose
estimation of its handles takes about 300ms per handle. Thus, the whole procedure
comprises the scene capture, the recall of the articulated object model from the
hierarchical structure, the base registration, and the registration of its articulated
parts and requires about ~4.2 seconds on average.
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Figure 70: The first type of experiment, where the ground truth pose of the
handle was measured by hand. In the picture the resulting pose from the handle
detection algorithm can be seen. Right: The second type of experiments, where a
SHADOW hand and a KUKA arm were used to grasp the handle, given the position
extracted from the handle detection algorithm.

6.3.5

Knob Detection and Fine Pose Estimation

In order to test our knob detection algorithm, we created a testing set consisting
of 100 images. In our dataset we included images with no knobs, one knob, and
multiple knobs. For each image an image pyramid of 4 layers was constructed to
ensure scale invariance and increase our dataset’s size. The detector scored 96%
accuracy in this dataset. The resulting 4% misclassification was mostly false
negatives, occurring in blurred images or in images where the view angle is
almost perpendicular to the normal vector of the knob. Samples of the knob
detection results are illustrated in Figure 71.
Testing the knob fine pose estimation algorithm was conducted via cross
validation. The dataset used for training consists of 180.000 images (5.000 per
class). We used a 5-fold cross-validation procedure, where the original dataset
was randomly partitioned into 5 equal sized subsets. Concerning the total of 5
subsets, a single one was retained as the validation data for testing the model
and the remaining 4 were used as training data. The cross-validation process was
then repeated 5 times, with each of the 5 subsets used exactly once for the
validation phase. An average error of ~10 degrees was observed through the
cross-validation process. Upon research the average knob on electric appliances
has ~9 states (40 different models, from 4 widely known brands were examined),
thus 1 state per 40 degrees. Bearing this in mind the ~10 degrees error we
achieved is sufficient enough for the specific task. Experiments conducted in real
robot-acquired RGB-D images confirmed the above results.
As far as the computational time is concerned, the detection phase requires about
~50ms per knob, and for the fine pose estimation phase an additional 1.2 seconds.
Therefore, the time required for the detection and pose estimation of a single knob is
~1.25 seconds on average.
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Figure 71: Examples of knob detection in various view angles and various knob
states. In the last image false negative occurrence is presented
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7. Conclusions
This deliverable presented the developed methodologies and their respective
results that have been achieved at the current project stage in the scope of the
RAMCIP Task 3.1 “Modelling and monitoring of the home environment”.
Specifically, it summarized the efforts and outcomes towards the establishment of
the core methods for the 3D reconstruction and tracking of objects and spaces in
the RAMCIP robot’s operational environment.
In this scope, the development of accurate and robust solutions suitable to
operate in realistic environments comprised the main concern of the RAMCIP
consortium. In order to ensure that the newly developed, adopted and extended
methodologies will be operable for the variety of applications that necessitate
from the identified use cases (D2.1), state-of-art algorithms have been
implemented and tested both on benchmark datasets as well as on realistic data
acquired directly from the on-board robot sensors. Through this procedure, the
consortium was able to understand and discard, if necessary, the weaknesses and
the limitations of the existing solutions, focusing its efforts towards the direction
of developing algorithms and methods adequate to operate on realistic
environments.
The first part of the reported research concerned the establishment of appropriate
tools for the construction of the 3D models of the environment and the household
objects that will be used during the initial deployment phase of the RAMCIP robot.
To this end, for the environment 3D reconstruction, the state-of-the-art has been
advanced in order to make a well-established metric mapping algorithm operable
on large scale environments, respecting the robot’s computational limitations,
supporting at the same time its dynamic update during the operational phase. For
the modelling of the rest of the household objects, the use of existing
technologies proved adequate for the RAMCIP needs. For the 3D reconstruction of
novel objects i.e. unseen during the robot’s initial deployment phase, brought
afterwards from the user in the home environment, a state-of-art method has
been examined, with a view towards making it operable in realistic situations.
Alongside, research has been conducted in order to make the environment and
household objects conceivable in a similar way from the user and the robot.
Therefore, an efficient and novel semantic mapping topology has been
implemented by constructing hierarchical semantic maps that link the metric
models (environment map and object models) with human-centric semantic
concepts; a hierarchical structure was developed, associating the geometric
information with the labels, the object attributes, their affordances and relations
in a common semantic framework, capable to dynamically evolve along the
robot’s operation.
Following the methods for the 3D reconstruction and modelling of the home
environment and its objects, the second part of the presented research concerned
algorithms and methods that will enable the RAMCIP robot to recognize and track
the corresponding elements of its operational context.
For the recognition and the 3D pose estimation of small objects, a set of
algorithms has been implemented that address multiple operational scenarios,
e.g. textured/non-textured objects occlusions etc., while a novel method was
introduced in the scope of RAMCIP, which operates with increased robustness for
diverse objects on cluttered and congestive scenes, being capable to better cover
the RAMCIP robot needs in the real-life situations of the project’s target use
cases. A paper presenting the developed method has already been accepted for
publication in the upcoming CVPR 2016 conference. In parallel, research efforts
were put towards the efficient recognition of large, articulated objects in a
computationally efficient way, by capitalizing on the knowledge encoded in the
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environment’s map. In the context of this deliverable’s efforts, the large objects
have been treated as landmarks in the robot’s operational environment and their
registration has been utilized for the refinement of the robot’s localization and the
facilitation of continuous situation awareness.
Another responsibility of this deliverable was the tracking of the home
environment objects. This procedure concerns both the tracking of the state of
the articulated large objects as well as the tracking of the small objects used by
the user in her/his daily activities. Since this problem comprises several
challenging situations, research has been conducted in order to advance the
state-of-the-art methodologies, fusing them in a novel way, to converge into a
refined set of tools that efficiently work together to augment the perception
mechanism of the RAMCIP robot.
The aforementioned developed methodologies have been evaluated on
benchmark data and on real robot-acquired data, exhibiting remarkable
performance and proving their efficacy to operate on home environments. In this
scope, the developed object recognition, pose estimation and tracking methods
were also validated in the lab over their capacity to lead into grasping of objects
of interest for the RAMCIP use cases, through integrated vision-grasping
demonstrations.
At this point, it should be noted that within this deliverable, initial functional
versions for a series of core methods towards the reconstruction and tracking of
objects in home environments have been developed, under the scope of the
corresponding RAMCIP project task (T3.1 “Modelling and monitoring of the home
environment”). However, this work remains in progress according to the RAMCIP
DoA.
As concerns the next steps of the Task 3.1, the consortium aims to further
examine the performance of the developed solutions on more realistic
environments, including preliminary experimentation with the data that will be
acquired from the LUM apartment with target end users. This will enable the
developed solutions to be tested on many corner cases, paving the way for
further refinements to be performed. Additionally, the tracking and change
detection routines are planned to be integrated, in a novel fashion, under the ROS
framework, employing the hierarchical semantic mapping where information
about the home and the object states will be continuously updated increasing
thus the overall situation awareness of the robot.
Overall, within the remaining lifespan of the task, refinements and further
advances in the established core methods will be investigated, while developing
the final, fully functional in ROS, corresponding toolkits that will seamlessly
operate in the RAMCIP robot. Moreover, emphasis will be given in the reduction of
the computational time required for all the developed components. The final
version of the software components for the modelling and monitoring of the home
environment will be reported in the deliverable D3.2 (Person identification,
activity tracking and home environment monitoring), which is due for M22
according to the RAMCIP DoA.
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