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Executive Summary
This deliverable presents the results of Task T3.3 “Fine grained body motion
analysis” carried out in the context of the European Union (EU) HORIZON 2020
Programme (H2020) Research and Innovation Action RAMCIP. It is developed
within the scope of the WP3 responsible for determining the “Monitoring and
Modelling Human Activity at Home”.
The primary aim of this deliverable is to provide details about the software
component related to the biomechanical model of the user. It focuses on the
development of methodologies that determine the fine-grained information
considering different states of the user with respect to the robot's positions and
perception ability at a given time. This task is tightly connected with the T3.2
where it considers the skeleton tracker as a prior in order to calculate gait
features of the users. Additionally, it utilizes the depth data of the robot sensors
to determine patterns in the user's motion under full body and partial view also
considering the volume of clothes.
Initially, the overall scope of this deliverable and its relation to other deliverables
is introduced. Right after, the deliverable structure is presented organizing this
manuscript in five different chapters, followed by the description of the related
state-of-the-art work and the advances that have been achieved within the
RAMCIP project. The core of this deliverable includes the description two
functionalities. The first one is related to the estimating of the levels of user's
fatigue and is based on the assumption that the robot has full body view and,
hence the skeleton tracker implemented in T3.2 is utilized. The second
functionality is based on the assumption that the robot is close to the user aiming
to physically interact with him/her and, therefore, a specifically designed software
component for the tracking of partial body view is presented.
Considering the fatigue detector, firstly the data acquisition process is presented,
outlining the acquired data from healthy people in lab premises as well as the
recording of measurements from the target population of the RAMCIP project
within the LUM room. Then, the feature extraction procedure is described, based
on the 3D skeleton joints during the subject's motion. These features are
employed to be fed in a Neural Network the structure, the architecture of which is
analytically described herein. The section is concluded by assessing the
performance of the functional component.
The next functionality described in this deliverable concerns the lower-body parts
tracking of the user. Since only partial view of the user is available, the joints
data of the skeleton tracker cannot be used. Therefore, firstly the construction of
a user specific articulated model is discussed and, then, the initialization of this
model to the target user is presented based on 3D geodesic distances calculated
on the depth data. The frame wise lower body tracking is described based on
iterative procedures directly operating on the obtained point clouds. Adaptation
strategies of the model and clothes compensation methodologies are also
addressed herein. Finally, the experimental evaluation of the developed software
component is presented.
In the last section, conclusions of this deliverable are drawn, summarizing the
findings of the work conducted herein and outlining the future work that involves
mainly their integration with the robot’s assistance decision maker and
corresponding cognitive functions developed in the task T3.6.
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1. Introduction
1.1 Scope of the Deliverable
This deliverable presents the Fine grained human tracking capabilities that have
been researched and developed for RAMCIP in the scope of Task T3.3 of Human
and behaviour tracking of WP3. The objective is to provide additional information
in comparison to the one provided by the basic tracking of T3.2
The body pose tracking performed in T3.2 takes as input an RGB-D image,
segments the image identifying the people present and provides the pose of the
subject limbs, in particular it gives some specific anatomical position of the body.
These poses are then used as input to the fatigue detector developed in the
context of T3.3. Moreover, when only a partial lower-body view is available, the
lower body-limb tracker is employed, instead of the T3.2 full body tracker, in
order to provide more accurate and refined tracking.

1.2 Relation to other Deliverables
This deliverable describes the Fine grained tracking capabilities that are exposed
by WP3 toward the higher level system components such as the ADM (Assistance
Decision Maker), developed in WP3.
Therefore, it is mainly related to the other WP3 deliverables:





D3.2 concerns with the person identification and activity tracking that
exposes an interface for tracking the subject using the robot RGB-D
camera.
D3.6 will describe the ADM that will take decisions on robot actions, which
will be affected by the information provided from the behavioral analysis
identified in WP3. In this context, the user’s fatigue analysis, as performed
through the methods described in section 2 of the deliverable, will be
employed by the ADM.
The close-distance limb tracking method described in the present
deliverable formulates the basis for the robot’s perception that is
associated to some of the pHRI capabilities developed in WP6; e.g. those
of the task T6.3 related to lower body activities.

1.3 Deliverable structure
The deliverable is structured and organized in the following sections/chapters:
Chapter 1 provides the introduction of this deliverable and outlines its scope as
well as its relation to other deliverables.
Chapter 2 presents related work concerning the fatigue detection and the
module for the lower body parts tracking. Then, the RAMCIP advancements are
appended so as the reader to be able to accurately position the work conducted
herein with respect to the state of the art.
Chapter 3 outlines the fatigue detection software component. Firstly, the data
collection procedure is described involving the description of the existing data, the
data capture of normal subjects and the data acquisition from people at LUM
room. Then, the feature extraction and description module from the skeleton data
during gait analysis is exhibited. The extracted features are fed to a deep learning
procedure, which is also highlighted in this chapter. The overall ROS based
architecture of the developed software component is then described. The last
section of the chapter comprises the experimental evaluation of the fatigue
detector based on the previously acquired data.
Chapter 4 presents the research in the area of close-distance lower limb
tracking. Firstly, it presents the tools utilized for the construction of the human
centric model and the background/foreground pre-processing steps. Then, the
December 2016
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initialization of the lower-body model based tracker is described utilizing image
processing and volumetric computational steps, which is accompanied by a
frame-wise iterative tracking module. The next section discusses the human
model adaptation based on user specificities and the clothing attributes. The last
section of this chapter exhibits the data acquisition along with ground truth
recording and illustrates the experimental evaluation of the respective software
component.
Chapter 5 discusses the conclusions of this deliverable and outlines the pending
future work for the integration of the software discussed herein with the highlevel RAMCIP robot functionalities.
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2. Related Work
In the present chapter, state-of-art approaches that fall in the scope of the
research efforts of the present deliverable are described. Specifically, the state of
the art survey described below focuses on two key research; fatigue detection
(Section 2.1) and partial-view body part tracking (Section 2.2.). Finally, the key
RAMCIP advances that are introduced from the research efforts reported in the
present deliverable are summarized in Section 2.3

2.1 Fatigue Detection
The trend towards developing a new generation of robots capable of interacting
with people and assisting our daily lives has introduced the need for robotic
systems capable of learning to use their embodiment to communicate and to
react to their users in a social and engaging way. This is particularly true if we
consider the societal needs of the growing populations of elderly individuals and
those with special lifelong cognitive and social needs. In the socially assistive
robotics context, behaviour adaptation must address both short-term changes
that represent individual differences and long-term changes that allow the
interaction to continue to be engaging over a period of months and even
years. Understanding user's physiological internal state represents a key issue in
socially assistive robotics so as to be able to create a customized one-on-one
interaction style. Even if physiological signals have the potential to provide
objective measures of the human’s internal state, they are difficult to interpret.
This is due in part to technical limitations (e.g., availability of sensors, different
sources of information etc.) and their variability from one person to another [1].
This issue may be solved with deep learning, a machine learning approach which
tries to mimic the human brain, which is capable of processing the complex input
data, learning different knowledges intellectually and fast, and solving different
kinds of complicated tasks well. The deep architectures are compositions of many
layers of adaptive non-linear components that contain trainable parameters at all
levels [2]. The capability to extract complex information from the data during the
train, comes at the expenses of computational load. In recent years this issue has
been solved with the use of graphics processing units (GPUs) [3].
One of the user's physiological parameters which can affect the interaction
between the user and the robot is physical fatigue. In particular, for an effective
interaction paradigm, an assistive robot should adjust its proactiveness in
assisting the user according to the user internal state.
Human movement kinematics, especially during human gait, have been proved to
be influenced by physical fatigue. Parameters such as step length, stride length
and cadence can be analysed to infer the onset of physical fatigue [6]. Usually
these parameters are extracted either using complex laboratory environment
comprising pressure sensors [4], complex camera systems [5] or completely
sensed hallway [5]. Other approaches utilize wearable sensors, such as
accelerometers [6]. These approaches cannot be used in the context of assistive
robotics, where usually the only available sensor sources are the ones in the
robot. In particular, in the context of the RAMCIP project the user is tracked by
means of a Microsoft Kinect 360 camera. Typically RGBD sensors, due noisiness,
occlusions and sensitivity to poor lighting conditions, need the aid of different
sensor sources to lead to accurate biomechanical parameters estimation [7]. For
this reason using low-cost sensors setups adds complexity to the already complex
task of inferring changes in the internal state of the user from biomechanical
parameters.
Few works overall have investigated the problem of inferring the onset of physical
fatigue from gait analysis. The authors of [8] use ground reaction forces and
classify fatigue with an accuracy of 98.1% using support vector machine and selforganizing maps. Other works [9][10] focus on classifying different walking
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pattern and similar approaches could be used to classify the onset of physical
fatigue.

2.2 Partial-view Body Part Tracking
Partial-view human-body part tracking refers to the process of detecting and
extracting the position of visible body parts from, either single or sequences of,
RGB and Depth images or 3D point-clouds, for viewpoints where a large part of
the human body is outside the FOV of the camera. These scenarios are often
encountered in the field of robotic applications, as most human/robot interactions
(e.g. object handover) require the robotic platform to approach the human, thus
drastically reducing the camera FOV.
A lot of research effort has been put towards human full-body pose estimation
and tracking, leading to the development of both discriminative pose estimators,
which estimate the human pose from a single frame using large training datasets
and machine learning techniques [11][12][13][14], and generative body pose
trackers, which track the detected body parts through consecutive frames by
matching the input data to articulated body templates and minimizing an
objective function through the utilization of various optimization techniques
[15][16][17][18]. These methods, described in detail in Deliverable D3.2 of the
RAMCIP project, have been developed mainly targeting views where the whole
human body is visible; however, they can be customised and re-purposed for
body part estimation in partial-view scenarios as well.
Plagemann et al. [12] propose a novel interest point detector suitable for mesh
and depth data. The interest points, called Accumulative Geodesic Extrema, are
computed by incrementally maximizing geodesic distances on the surface of the
3D mesh. Small depth image patches surrounding these points are then used as
local descriptors in order to train a boosted classifier. In [13][14] randomized
decision trees and forests are used for body part detection and treat the body
part segmentation as a per-pixel classification task, with each pixel in the depth
image being evaluated separately.
The problem of hand detection and tracking for short distance views is tackled in
[19][20]. The hand area is segmented using RGB-based skin detection and
filtering of the depth data, in order to provide an initial estimation of the hand
position. Next, a model-based approach for 3D tracking of hand articulations is
utilized with the hand pose being detected by minimizing the difference between
the possible instances of a 3D hand model and the real visual observations of the
human hand, while an objective function measures that difference and defines the
distance between the hand pose hypothesis and the observation. In similar
fashion, Schmidt et al. [16] achieve robust hand pose tracking using the generalpurpose DART tracker, in which the objects are represented by a symmetric
version of the articulated SDF and gradient based optimization is used to estimate
the pose.
Towards lower limb tracking, usually within the context of human gait analysis,
Hu et al. [21] propose a method for tracking the legs of a walking human. One
depth and two RGB cameras with direct frontal view of the walker’s legs are used
in order to track them, while an HMM is utilized to estimate the pose of the legs
from the observed data. In [22], the authors combine particle filtering [23] with
the human locomotion model [24] for feet tracking from a robot-mounted RGB
camera, while in [25] a complementary laserscan-based leg detection module is
proposed within the context of a larger indoor human tracking framework.

2.3 RAMCIP advances
Within the context of the WP3 and specifically of Task 3.3 of the RAMCIP project,
emphasis was given to the development of a novel fatigue detection
implementation along with an accurate lower body part tracker.
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Towards fatigue detection, and taking into consideration the fact that the MCI
condition of the considered users could lead to gait patterns that are likely
irregular and showing very wide inter-subjects variability [26][27], the
proposed approach is not dependent upon the extraction of classical gait
parameters. Instead, a fatigue classifier is introduced, based on a different set of
features which can be extracted from a single RGBD camera. Starting from the
3D virtual skeleton model captured by the ROS skeleton tracking node, the
features are utilized to train a deep learning stacked dense neural network (NN).
The NN was trained with the data from 20 MCI subjects at the LUM premises. The
validity of the approach was assessed using a leave-one-out cross validation
approach. The result for this research will be submitted to journal publication due
to the novel nature of the detector and the extent of the work.
Within the scope of close-distance partial-view lower-limb tracking, an accurate
leg tracker is introduced, combining an articulated-ICP tracker which uses a
realistic human model to track the limbs, along with a geodesics-based interest
point detector. The tracker’s accuracy is further enhanced by the addition of
shape adaptation feature, which deforms the model in order to account for the
changes in the leg shape due to the clothes that the tracked human may be
wearing. For the evaluation of the developed method, a lower-limb motion
dataset was captured at the premises of CERTH, using 16 subjects.
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3. Fatigue Detector
This section presents a tool for the detection of fatigue in subjects based on a
Machine Learning system that recognizes the fatigue state using data provided by
the user tracker discussed in T3.2. In particular the approach chosen is based on
Deep Learning an relies on the use of a specific dataset acquired with target user
of the project in LUM. The section discusses first the data collection process and
the features. Then we proceed with the setup of the Neural Network and we close
with the experimental evaluation.

3.1 Data Collection
A total of 20 participants (10 M, 10 F, age 71 ± 10.03), suffering from MCI
(MMSW WS 23.25 ± 4.91) took part in the experiment. Table 1 reports age, sex
and Mini Mental State Examination Weighted Sum score (MMSE WS) for the
population. For the MMSE WS test, participants assessed with values in the range
of 30-27 are considered normal, between 26 and 23 are considered MCI. Lower
values are indices of Alzheimer's Disease and dementia. All participants signed a
written informed consent form and their overall health condition was assessed
before the beginning of the experiment by the LUM partners. All participants
performed the two gait trials. Both the trials consisted of walking at a self-preferred pace back and forth in a hallway up to two minutes. Immediately after the
first trial a fatiguing session was performed by every participant. The fatiguing
protocol consisted of performing the six-minutes walk test [27]. This fatiguing
protocol was considered adequate, taking into account the general health
condition of the chosen population of the participants, thus it was accepted by the
ethical committee of the LUM partners.
During the fatiguing protocol the participants' level of fatigue was assessed
through perceived effort and by medical evaluation performed by a physician. The
fatiguing phase was interrupted when either the participant or the physician
confirmed the onset of physical fatigue. Data acquisition hardware (Microsoft
Kinect Camera) captured the scene and the trajectories of the body landmarks
were extracted using the ROS skeleton tracker node at 33 Hz and resampled at
100 Hz.
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Age

Sex

MMSE WS

0

72

M

23

1

75

F

27

2

64

M

27

3

71

F

19

4

68

F

19

5

88

F

12

6

80

M

30

7

60

F

27

8

67

F

28
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69

M

25

10

69

M

14

11

86

F

26

12

57

M

17

13

74

M

26

14

89

M

19

15

85

F

24

16

60

M

24

17

63

F

27

18

60

M

26

19

63

F

25

Table 1: Age, sex and Mini Mental State Examination Weighted Sum score for
every participant.

3.2 Features
The ROS skeleton tracker node provides a 3D virtual skeleton consisting of the
positions of 20 joints and body parts (joints). For each joint, the (x, y, z)
coordinates are reported, as well as a confidence parameter which indicates the
confidence of the skeleton extraction algorithm in those coordinates. Kinect
provides approximately 30 skeleton frames per second. Following an approach
analogous to the one described in [7], we converted the skeleton frames of the
lower limbs (left/right hip, left/right knee, left/right foot) into a feature vector.
We estimated the centre of mass (COM) as the centre of the hip joints, the
shoulder joints and the torso for every frame. We then examined each frame
together with the 2 previous frames and the 2 following frames, where the
change in position of the COM between consecutive frames is computed and the
median (in each coordinate) of these differences is considered the current
direction of progress (DOP).
Considering the user’s local reference frame composed of the following three
vectors: the DOP, the gravity vector provided by the Kinect accelerometer (or by
the robot vertical frame) and the direction tangent to these vectors with the axes
aligned, such that the zero is defined as the COM, we computed as features the
positions of all the lower limbs joints in this coordinate system. Figure 1 shows an
example of feature. The left foot marker is shown, as seen from the user’s local
reference frame.
Figure 2 shows an example of one of the trial. The markers are represented in
rviz and the user’s local coordinate system in the centred in the COM is shown.
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Figure 1: Example of feature. In particular, the left foot marker in the user's local
reference frame is shown.

Figure 2: Tracked markers and user's local reference frame.

3.3 Neural Network Architecture
We trained a sequential model of stacked dense layers exploring layers and
depth, and resulting in a relatively shallow structure with large layers. Figure 3
shows an example of the network topology.
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Figure 3: The topology for the sequential NN

The sequential dense network was trained using a temporal windowing approach
with overlap. For every gait trial, overlapping temporal windows of fixed size
(win_size) were extracted and the data in the window was flattened, obtaining
data points of dimension 1 x ( win_size x number of features), where the number
of features is 18 (3 coordinates for 6 features). Here the 6 features correspond to
the points of the 6 joints in the special relative reference frame discussed above.
The label for every point was fatigued or non-fatigued.
Figure 4 exemplifies the approach followed for data generation.
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Figure 4: Data generation for the NN. The input for the net is a
vector of dimension 1*(win_size * num_feature)

In the chosen approach there are three parameters that need to be chosen: the
number of layers for the NN, the windows size and the overlap. For our approach
we chose to use 6 layers, with a win_size of 200 (2 seconds at 100Hz) and an
overlap of 90%.

3.4 ROS-based Fatigue Detection Architecture
Once the NN has been trained, it was integrated in the RAMCIP ROS framework,
as a ROS package (ramcip_fine_grained) to be used on the real robot. The
ramcip_fine_grained package is composed of two ROS nodes:
-

fatigue_calibration
fatigue_detector
In order to use the fatigue classifier with the real robot a node for the estimation
of the tracked subject walking speed was introduced. The features are only
extracted when the tracked subject is walking (walking speed greater than the
noise). The walking speed is estimated using an approach similar to the one
detailed Section 3.2 the norm of the DOP vector. If walking is detected, the
features are computed and the input is fed to the fatigue_detector node which
updates the internal model of the user.

-

In order to have a reliable walking detection, the walking speed threshold must
be calibrated on every user. The calibration is autonomously performed by the
fatigue_calibration node. The node estimates the baseline of noise (due to sensor
noise and numeric computation) of the walking speed and chooses the optimal
threshold.
The complete pipeline for the fatigue estimation (from input to output) is shown
in Figure 5: first we have the skeleton tracking from T3.2, then we estimate
walking speed and direction estimation for computing DOP, then we extract the 6
features (each 3D) and finally we send windowed slices of the time series to the
neural network.
We implemented two different versions of the fatigue_detector node to exploit the
computational capabilities of the robot. The output of the NN can be computed
using both CPU (numpy) or GPU (Theano1). The computation modality can be
specified at launch time. The ROS node providing this capability has been created
to minimize the dependencies to external libraries, in particular we created a
mechanism to export the trained network and evaluate directly in numpy or
Theano.

1

http://deeplearning.net/software/theano/
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Figure 5: The fatigue detection ROS pipeline. The walking speed estimation is
performed using the output from the skeleton tracking node. When walking is
detected, the features for the NN input are computed and the classificatio is
performed.

3.5 Experimental Evaluation
We validated our approach using a classic split of the data in training, validation
and test set. From the whole dataset containing 40 trials (20 pre-fatigue trials
and 20 post-fatigue trials) the 30% of the trials was randomly removed to be
used as test set. The remaining data was again split in training set (70% of the
data points) and validation set (remaining 30% of the data points). The
experimental evaluation was performed using Keras 2, which is a high-level neural
networks library, with TensorFlow3 as backend.
During the experimental validation some degrees of freedom of the NN were
constrained (number of layers, window size), while we investigated different
solutions exploring the parameters space of the remaining degrees of freedom
(number of epochs, type of optimizer and overlap). The approach is summed up
in Table 2.

Parameter

Type

Value/Range of values

# Layers

Fixed

7

Win_size

Fixed

200

Overlap

Variable

95-55%

Epochs

Variable

100, 200

Optimizer

Variable Adam, Stochastic Gradient Descent (SGD)

Table 2: The choice of values for the degrees of freedom of the NN. The number
of layers, the window size were kept fixed, while the space of the values for
overlap, number of epochs and the type of optimizer were explored to find the
best configuration.

The configuration of parameters which resulted in the best classification
performance was the following: Overlap = 85%, Epochs = 100, Optimizer = SGD.
In this case we obtained a classification accuracy of nearly 70%. The influence of
every parameter on the classification accuracy is shown in Figure 6.

2
3

https://keras.io/
https://www.tensorflow.org/
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Figure 6: The effects of every parameter on the classification accuracy. A) The
effects of the two optimizers. B) The effects of the different overlapping. C) The
effects of the different number of epochs.

Figure 7 shows the classification results of the chosen NN for three subjects. In
particular, subjects 2, 7 and 15. The three plots shown on top the delta between
the labels of every data points in the subject trial and the results of the net. A
delta of 0 means that the data point is correctly classified, whereas a delta equals
to 1 means a wrong classification. The lower panel shows for each subjects some
of the computed features during the trial. As an example for subject 2 a
classification accuracy of 95% is shown, for subject 7 a classification accuracy of
97% is shown and for subject 15 a classification accuracy of 95% is shown.
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Figure 7: The classification for subjects 2, 7 and 15. In the top panel the delta for
every data points between the label and the NN output is shown. In the lower
panel the features in time are shown.
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4. Lower Body Parts Tracking
This chapter outlines the methodology developed and utilized within the RAMCIP
project for tracking the lower body parts of humans inside the robotic platform’s
camera FOV, in order to be used in the robotic tasks related to the RAMCIP target
use cases. The methodology presented below concerns the accurate estimation of
the human’s lower limbs position and pose, when s/he is seated, in order to
achieve efficient and safe robot/human interaction (e.g. putting on a slipper), and
was developed in addition to the human full body pose tracking module described
in Deliverable D3.2, in order to provide even higher limb detection accuracy in the
specific target scenarios.

4.1 Human Model-based Lower-limb Tracker
The lower-limb tracker developed by CERTH estimates the exact position of the
human’s legs, by trying to match a realistic articulated human body model,
created offline using the MakeHuman [27] open-source tool (Figure 8), to the
observed human 3D point cloud. The 3D data is produced by back-projecting the
input depth image to the camera’s 3D world coordinate system, while
background/foreground segmentation and a rough estimation of the user’s torso
position, based on the last successful human full-body pose estimation, are
provided by RAMCIP’s human detection and pose tracking modules respectively,
described in detail in Deliverable D3.2 of the RAMCIP project.

Figure 8: MakeHuman realistic human body model

4.2 Tracker Initialization
For the lower-limb tracker to successfully estimate the position of the human’s
legs, the model must be initialized to a pose approximating the actual pose of the
observed legs. Towards this end an interest point detector is utilized, based on
the work of Plagemann et al. [12]Error! Reference source not found., in order
to find candidate interest points on the human’s feet. Specifically, starting from
the approximate position of the human’s torso, the geodesic distances along the
surface of the 3D human point cloud are calculated, utilizing Dijkstra's algorithm
[28], in order find extrema points which correspond to the human leg (foot and
shin) (Figure 9). The estimated points are then used to segment the point cloud
into foot and shin areas, by backtracking from these points and clustering all the
3D points that fall within an experimentally selected radius R limb. Once the point
cloud is segmented, the A-ICP algorithm [29] is employed in order to register the
human point cloud to the human body model (Figure 10).
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Figure 9: Geodesic distance calculation along the surface of the human point
cloud

Figure 10: Body template initialization. Left: rough initialization based on the
detected extrema points, Right: pose refinement using A-ICP

4.3 Tracking
After the completion of the initialization step, the human leg is tracked in
subsequent frames: for each frame, starting from the last successful leg pose
estimation, K-D tree partitioning is performed in order to maintain points of
interest between the human 3D point cloud and the initialized human model,
followed by point-to-plane ICP which aligns the maintained points and the model.
The overall ICP registration error is used as a tracking failure metric: if it exceeds
an error threshold Efoot, the foot tracking accuracy is deemed inadequate and the
lower-limb tracker is re-initialized following the initialization process described
above.

4.4 Human Model Adaptation
An additional tracking feature is also introduced in order to account for the
changes in the leg shape due to the clothes that the tracked human may be
wearing. Specifically, after each successful model/point cloud alignment the
human model is dynamically morphed based on the acquired point cloud; a ray
casting model [30], originating from the camera POV, is utilized in order to
translate each point of the model to the position of the corresponding point of the
3D point cloud (Figure 11). Model points that do not have any correspondences
(e.g. points on the rear side of the leg, which are not visible to the camera) are
not taken into consideration during the tracking step on the next frame, resulting
in faster convergence of the iterative algorithm and an accurate representation of
the tracked limb.
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Figure 11: 2D slice of the ray casting model. Points of the 3D model (red) and the
observation point cloud (green) that lie along the same ray are considered
corresponding points. The model points are then translated along the ray in order
to align with the observation points. In case of multiple model points along a
single ray, only the closest point is taken into consideration.

4.5 Experimental Evaluation
For the experimental evaluation of the developed lower-limb tracker, a lowerbody motion dataset was captured, using a Kinect v1 RGB-D camera. The camera
was positioned at height h=1.3m and tilted down at ~45 degrees, while the
subjects were seated at a distance d=1.4m, facing towards the camera, thus
providing a realistic camera viewpoint for lower-body human/robot interaction
(Figure 12). Each subject was asked to lift and extend both legs while being
monitored by the camera, which recorded RGB and Depth frames at 30fps. In
total 16 subjects (13 male, 3 female) participated in the data recording
procedure, resulting in ~20000 captured Depth and RGB frames. Before
commencing the data capture process, the RGB-D camera was externally
calibrated to estimate the camera intrinsic parameters and distortion coefficients,
in order to ensure correct pixel correspondence between the RGB and Depth
frames and accurate 2D-to-3D projection of the Depth data.

Figure 12: Left: dataset capture setup, Right: Kinect field of view

The leg position and pose ground truth data was captured using the Vicon motion
capture system, which utilized 10 IR cameras in order to track 6 reflective
spherical markers (r=0.5cm) positioned on each leg, at 100 Hz. The exact
positioning of the markers is presented in Figure 13 below.
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Figure 13: Position of the ground truth markers tracked by Vicon

In order to transform the ground truth data provided by Vicon to the coordinate
system of the Kinect camera, a Kinect/Vicon calibration step was executed before
each recording session. Specifically, a large chessboard pattern was positioned in
5 different poses in order to cover the whole FOV of the camera (Figure 14). For
each pose, 8 reflective markers were attached at predefined spots and tracked by
Vicon, with the readings used to infer the positions of all the square edges of the
pattern on the coordinate system of Vicon. Next, the pattern was captured by the
Kinect sensor, with the square edges automatically detected on the RGB frame
and their positions estimated on the coordinate system of the Kinect depth
sensor. Finally, the transformation matrix between the two coordinate systems
was calculated using a single iteration ICP. The average correspondence distance
error across all the calibration sessions was Ecalib=0.82cm.

Figure 14: Pattern poses during the Kinect/Vicon calibration process

A small deviation between the Vicon ground truth data and the 3D point cloud
produced by the Kinect was also noticed in each frame. This systematic error,
defined as the average distance between the Vicon readings and the
corresponding points on the 3D point cloud, was manually estimated at
Esys=2.73cm, and can be attributed to three factors:




accuracy of the Vicon readings
accuracy of the Kinect readings and the intrinsic calibration
temporal synchronization of the two streams

Finally, the lower limb tracker was evaluated on all the pre-recorded sequences of
the dataset, by computing the Euclidean distance among the detected Vicon
markers on each point cloud and the fixed points on the human model, leading to
an overall average positioning error of Eoverall=4.6cm ± 0.3cm SD. Taking into
consideration, and subsequently removing, the systematic error Esys mentioned
above, the algorithm’s actual average positioning error was found to be E= EoverallEsys=1.9cm ± 0.3cm SD. An indicative successful foot tracking sequence is
presented in Figure 15 below.
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Figure 15: Sample foot tracking sequence from the lower-body motion dataset.
Red: input point cloud, green: estimated foot pose, orange: ground truth markers

Moreover, the tracker was also tested under realistic conditions in an online
fashion, achieving an operation framerate of 10-15fps, with the operation speed
mainly affected by the complexity and speed of the tracked human’s movement.
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5. Conclusions
This deliverable presented the RAMCIP fine grained body motion analysis based
on RGBD data acquired from the robot sensors. In particular, the deliverable
firstly discussed the methodology and the results of the fatigue detector based on
Deep Learning techniques utilizing 3D skeleton data. The output of this software
component will then be employed by the Assistant Decision Maker (T3.6) in order
to decide the robot actions in situations where the subject is fatigued. Based on
the experimental evaluation the algorithm was found to operate efficiently
enough compensating the noisy estimations obtained from the tracked skeleton
joints. We have explored a given selection of features and network structure, but
the research is progressing with a different, more solid estimation of the body
relative position, and evaluation of possible structures based on the convolution
networks aimed at exploiting the connections between nearby elements in the
window. A second data capture is in progress, this time in Pisa with healthy and
relatively young subjects. This data capture will provide further data that will
allow to differentiate between types of subjects. Finally data capture performed
during the RAMCIP trials will provide real-life examples with subjects for a third
stage of improvements and validation.
The second section is more focused on the detection of the lower body parts in
occlusion. It provided details about the RGBD based processing for the retrieval of
the limb position when the user is partially observed by the robot. The output of
this software component will be utilized by the physical human robot interaction
modules and, therefore, close to real-time and accurate implementation was
demanded ensuring safety during the human-robot interaction procedure.
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